
You executed the following statement: 

SQL> CREATE USER john IDENTIFIED BY john;

Which two views would you query to determine the name of the default permanent tablespace assigned to the 
user JOHN? (Choose two.)

Explanation:
The DBA_USERS dictionary view displays the default tablespace assigned to the user JOHN. In this scenario, no 
DEFAULT TABLESPACE clause was specified in the CREATE USER statement. Therefore, this view would also 
determine the name of the permanent default tablespace assigned to the user JOHN. You can query the 
DEFAULT_TABLESPACE column of this view to determine the default tablespace of the user. 

The DATABASE_PROPERTIES view does not display the default tablespace assigned to the user. However, this 
view displays the name of the default permanent tablespace for the database that is assigned to the user JOHN in 
this scenario. If a user is created with the CREATE USER command and the DEFAULT TABLESPACE clause is not 
specified, then the default permanent tablespace is assigned to the user as the default tablespace. The following 
query displays the name of the default permanent tablespace for the database: 

SQL> SELECT property_name,property_value 

2 FROM database_properties 

3 WHERE property_name='DEFAULT_PERMANENT_TABLESPACE'; 

The DBA_DIRECTORIES dictionary view does not display the name of default permanent tablespace assigned to 
the user. This view displays all the directory objects created in the database. 

The DBA_TABLESPACES dictionary view does not display the default permanent tablespace assigned to the user. 
This view displays all tablespaces created in the database along with the storage allocation units of the 
tablespace. 
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DBA_USERS

DBA_DIRECTORIES

DBA_TABLESPACES

DATABASE_PROPERTIES

Answer:
DBA_USERS
DATABASE_PROPERTIES
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As the database administrator, you grant the CREATE VIEW system privilege to the MKT_REP user by issuing the 
following statement:

SQL> GRANT CREATE VIEW TO mkt_rep WITH ADMIN OPTION;

The MKT_REP user subsequently creates a view, PROSPECT, and grants the CREATE VIEW system privilege to 
the MKT_ASST user. The MKT_REP and MKT_ASST users have no other system privileges.

Which two statements are true if you subsequently revoke the CREATE VIEW system privilege from the MKT_REP
user? (Choose two.)

Explanation:
In this scenario, if you subsequently revoke the CREATE VIEW system privilege from the MKT_REP user, only the 
MKT_ASST user will be able to create views. Also, the PROSPECT view will not be dropped, but the MKT_REP user 
will not be able to create additional views.

When you revoke a system privilege, the revocation does not cascade to other users who have been granted the 
privilege if the privilege is related to DDL. In this scenario, the privilege will be revoked only from the MKT_REP
user. The MKT_REP user will not be able to create views, but the MKT_ASST user will. The PROSPECT view that 
the MKT_REP user previously created will not be dropped. A revocation of a system privilege related to DML, such 
as the SELECT ANY TABLE privilege, does cascade.

The option that states neither user will be able to create views is incorrect because the MKT_ASST user will still be 
able to create views. The act of revoking system privileges related to DDL does not cascade.

The option that states only the MKT_REP user will be able to create views is incorrect. After the privilege is 
revoked, the MKT_REP user will not be able to create views.

The option that states the REVOKE statement fails because you cannot revoke a system privilege granted with the 
WITH ADMIN OPTION clause is incorrect. You can revoke a system privilege even if the WITH ADMIN OPTION
clause was used. 

Neither user will be able to create views.

Only the MKT_REP user will be able to create views.

Only the MKT_ASST user will be able to create views.

The PROSPECT view will not be dropped, but the MKT_REP user will not be able to create additional views.

The REVOKE statement will fail because you cannot revoke a system privilege granted with the WITH ADMIN 
OPTION clause.

Answer:
Only the MKT_ASST user will be able to create views.
The PROSPECT view will not be dropped, but the MKT_REP user will not be able to 
create additional views.
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John is a database administrator at Verigon Corporation. John has been assigned the task of creating users. He 
issues the following statements to create a user BARRY and grant privileges to the user:

SQL> CREATE USER BARRY IDENTIFIED BY PASSWORD
DEFAULT TABLESPACE USERS
TEMPORARY TABLESPACE TEMP
QUOTA 2M ON PROD
PASSWORD EXPIRE
ACCOUNT LOCK;
SQL> GRANT CREATE SESSION, CREATE TABLE TO BARRY;

Which statements correctly describe the user BARRY? (Choose all that apply.)

Explanation:
In this scenario, BARRY can create a table in the PROD tablespace and BARRY cannot access his account without 
the intervention of the DBA. The CREATE USER statement creates a user BARRY and assigns him the password, 
PASSWORD. After the first successful login, the PASSWORD EXPIRE clause will expire the password, and BARRY
will be prompted to change his password. The ACCOUNT LOCK clause locks the user account immediately upon 
creation, and BARRY cannot access his account unless the DBA unlocks his account. BARRY can create a table in 
the PROD tablespace because BARRY has been given a quota on the PROD tablespace. BARRY cannot create a 
table in the USERS tablespace because BARRY has not been given any quota on the USERS tablespace. 

The option stating that BARRY does not have privileges on the TEMP tablespace is incorrect. It is not necessary to 
explicitly define a quota for users to use the temporary tablespace.

The option stating that the password assigned to BARRY will never expire is incorrect. The password assigned to 
BARRY will expire. In this scenario, the PASSWORD EXPIRE clause specifies that the password will expire. After an 
initial successful login, the password will expire, and BARRY will be prompted to change his password. 

The option stating that BARRY can create a table in the USERS tablespace is incorrect because BARRY has not 
been assigned any quota on the USERS tablespace. 

Examine the following image for details on the KITUSER3 user.

The password assigned to BARRY will never expire.

BARRY can create a table in the USERS tablespace.

BARRY can create a table in the PROD tablespace.

BARRY does not have privileges on the TEMP tablespace.

BARRY cannot access his account without the intervention of the DBA.

Answer:
BARRY can create a table in the PROD tablespace.
BARRY cannot access his account without the intervention of the DBA.

Item: 124 (Ref:Cert-1Z0-062.6.3.1)
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KITUSER3 has been granted no other system or object privileges.

Which statement about the KITUSER3 user is true?

Explanation:
KITUSER3 can create a table in the USERS tablespace without any quota being assigned. In this scenario, 
KITUSER3 has the USERS tablespace for the default tablespace and has the CONNECT and RESOURCE roles. 
When a user is granted the RESOURCE role, the UNLIMITED TABLESPACE system privilege is implicitly granted. 
Therefore, KITUSER3 can create a table in the default tablespace, USERS.

The option that states KITUSER3 can issue SELECT queries on any table, but cannot create tables, is incorrect. 
When a user is granted the RESOURCE role, the user has the CREATE TABLE privilege, so KITUSER3 can create 
tables. Also, KITUSER3 cannot issue SELECT queries on any table because he or she does not have the SELECT 
ANY TABLE privilege. 

The option that states KITUSER3 can create tables, but not other types of database objects is incorrect. The 
RESOURCE role provides the CREATE CLUSTER, CREATE INDEXTYPE, CREATE OPERATOR, CREATE 
PROCEDURE, CREATE SEQUENCE, CREATE TABLE, CREATE TRIGGER, and CREATE TYPE privileges. The 
CONNECT role provides only the CREATE SESSION privilege. In this scenario, KITUSER3 has the CONNECT and 
RESOURCE roles, so he or she will be able to establish a session and create other database objects, such as 
procedures, triggers, and sequences.

KITUSER3 can create a table in the USERS tablespace without any quota being assigned.

KITUSER3 can issue SELECT queries on any table, but cannot create tables.

KITUSER3 can create tables, but not other types of database objects.

KITUSER3 can issue SELECT queries on tables owned by other users in the database.

Answer:
KITUSER3 can create a table in the USERS tablespace without any quota being 
assigned.
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The option that states KITUSER3 can issue SELECT queries on tables owned by other users in the database is 
incorrect. To be able to do so, KITUSER3 must be granted the SELECT ANY TABLE system privilege.

In your database, the user JOHN is creating numerous sessions. You want to restrict the number of sessions 
JOHN can create. You assign a profile to JOHN and restrict the number of user sessions that he can create. 
However, you realize that the restrictions are not being enforced. 

Which initialization parameter must you modify to enforce the limit? 

Explanation:
You must modify the RESOURCE_LIMIT initialization parameter. After you assign profiles to users, the Oracle 
database enforces the limits only when the RESOURCE_LIMIT parameter is set to TRUE. Therefore, you modify 
the RESOURCE_LIMIT initialization parameter to enforce the resource limits defined within each user's profile. 
The default value for RESOURCE_LIMIT is FALSE, so even if limitations are set, they will not be enforced for any 
database user unless this parameter is explicitly set to TRUE. 

The CPU_PER_SESSION option is incorrect because it is a resource parameter that limits the amount of CPU time 
a user session can utilize. This parameter does not enforce the resource limits defined within the user's profile. 

The LICENSE_MAX_USERS option is incorrect because this initialization parameter is used to limit the number of 
users that can be created in a database. This parameter does not enforce the resource limits defined within the 
user's profile. 

The SESSIONS_PER_USER option is incorrect because it is a resource parameter and not an initialization 
parameter. This parameter is used to restrict the maximum number of concurrent sessions that a database user 
can create. 

The LICENSE_MAX_SESSIONS option is incorrect because this initialization parameter is used to limit the number 
of concurrent user sessions in the database. This parameter does not limit the number of sessions created by a 
particular database user. 

Item: 125 (Ref:Cert-1Z0-062.6.4.2)

RESOURCE_LIMIT
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SESSIONS_PER_USER

LICENSE_MAX_SESSIONS

Answer:
RESOURCE_LIMIT
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As the database administrator, you execute the following statements:

SQL> create role div_role;

Role created.

SQL> grant dir_role, drop any table to div_role;

Grant succeeded.

SQL>

Subsequently, you issue the following statement:

SQL> GRANT div_role TO dir_role;

What is the result of executing this statement?

Explanation:
The statement generates an error because you cannot grant roles in a circular fashion. A circular role grant 
occurs when you attempt to grant a role to itself or to grant role A to role B and then grant role B to role A. For 
example, if you previously granted the DIRECTOR role to the MANAGER role, attempting to subsequently grant the 
MANAGER role to the DIRECTOR role would produce an error. In this scenario, you granted the DIR_ROLE role to 
the DIV_ROLE role, then attempted to grant the DIV_ROLE role to the DIR_ROLE role. Attempting to do so will 
generate an ORA-01934: circular role grant detected error. 

The options that state the statement executes successfully are incorrect because the statement will generate an 
error. 

The option that states the statement generates an error because you cannot grant a role to another role is 
incorrect. You can grant a role to another role, but not in a circular fashion.

During a single session, you run the following set of statements in your database: 

SQL> CREATE USER SCOTT IDENTIFIED BY SCOTT; 
SQL> CREATE ROLE HR_ADMIN; 
SQL> GRANT SELECT ANY TABLE TO HR_ADMIN; 
SQL> GRANT CREATE ANY VIEW TO HR_ADMIN; 
SQL> GRANT HR_ADMIN TO SCOTT;

The statement executes successfully, and the DIR_ROLE role has all privileges provided by both roles.

The statement executes successfully, and both roles have the same privileges.

The statement generates an error because you cannot grant a role to another role.

The statement generates an error because you cannot grant roles in a circular fashion.

Answer:
The statement generates an error because you cannot grant roles in a circular fashion.

Item: 127 (Ref:Cert-1Z0-062.6.2.3)
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The database user SCOTT tries to execute a SELECT statement against a table in the HR user's schema, but the 
following error is generated: 

SQL> SELECT * FROM HR.TRAINING;

ORA-01031: insufficient privileges

Which of the following could be reasons for this error? (Choose two.) 

Explanation:
The two possible reasons for this error are that the HR_ADMIN role has not been set as the default role for the 
user SCOTT or that the user SCOTT has not enabled the HR_ADMIN role by using the SET ROLE statement. 
When a role is assigned to a user, the role must be enabled using the SET ROLE statement or the role must be 
set as the default role for the user so that the user can access the privileges granted to them through the role. The 
default role is enabled for the user at log on. A non-default role must be enabled using the SET ROLE statement. 
If the role is not enabled for the user, the user cannot access the privileges. The HR_ADMIN role created in this 
scenario is granted the SELECT ANY TABLE privilege and the CREATE ANY VIEW privilege. The SELECT ANY 
TABLE privilege enables you to issue SELECT statements against any tables in any user's schema. The CREATE 
ANY VIEW privilege enables you to create views based on any table in any user's schema. Apart from having the 
CREATE ANY VIEW privilege, the user must also have SELECT privileges on the tables on which he is trying to 
create the view. If the user does not have SELECT privileges on the table on which he is trying to create the view, 
the user SCOTT will receive an error stating he does not have the required privileges. 

The HR_ADMIN role created in this scenario is not a secure application role. A secure application role is created 
using the USING package clause in the CREATE ROLE statement. An application role is a role that can be 
enabled only by applications by using an authorized PL/SQL package. Using a secure application role the role's 
password is not stored in a table or in the application, providing better protection from unauthorized access.

A user does not need to provide a password to access the privileges of the HR_ADMIN role because the role is not 
password protected. A password-protected role can be created using the IDENTIFIED BY clause in the CREATE 
ROLE statement. When enabling a password-protected role, you must provide the password to enable the role. 

The user SCOTT does not need specific privileges on the HR.TRAINING table because the HR_ADMIN role 
provides the SELECT ANY TABLE privilege. The SELECT ANY TABLE privilege will allow users granted the 
privilege to query tables in any database schema. The user SCOTT will receive this privilege through the 
HR_ADMIN role.

The HR_ADMIN role is a secure application role.

The HR_ADMIN role has not been set as the default role for the user SCOTT.

A password must be provided to access the privileges granted by the HR_ADMIN role.

The user HR has not granted select access on the TRAINING table to the user SCOTT.

The user SCOTT has not enabled the HR_ADMIN role by using the SET ROLE statement.

Answer:
The HR_ADMIN role has not been set as the default role for the user SCOTT.
The user SCOTT has not enabled the HR_ADMIN role by using the SET ROLE
statement.
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You create a database user JOHN and assign him the PROF1 profile. The statement used to create the PROF1
profile is as follows:

SQL > CREATE PROFILE PROF1 LIMIT
FAILED_LOGIN_ATTEMPTS 5
PASSWORD_LIFE_TIME 60
PASSWORD_REUSE_TIME 50
PASSWORD_REUSE_MAX 4
PASSWORD_LOCK_TIME UNLIMITED
PASSWORD_GRACE_TIME 10;

Which conditions in the database would lock the user JOHN's account? (Choose all that apply.)

Explanation:
JOHN's account will be locked if it has been created with the ACCOUNT LOCK clause in the CREATE USER
statement. The ACCOUNT LOCK clause of the CREATE USER statement locks the user account. In addition, 
JOHN's account will be locked if he tries to connect to the database by using an incorrect password five times 
consecutively because the PROF1 profile assigned to JOHN has a FAILED_LOGIN_ATTEMPTS parameter value 
of 5. The FAILED_LOGIN_ATTEMPTS parameter indicates the number of consecutive times that a user can 
unsuccessfully attempt to log in before the account is locked. 

After the user account is locked, it can be unlocked by the DBA by running the ALTER USER...ACCOUNT 
UNLOCK statement. When a user's account is locked, the user is not able to log in. However, other users that have 
privileges for schema objects owned by the locked account will still be able to access them.

JOHN's account will not be locked if the CONNECT role is revoked from it. The CONNECT role is an Oracle-supplied 
role that provides only the CREATE SESSION privilege. 

JOHN's account will not be locked if the DBA runs a command to expire his password. In that situation, JOHN
would receive a message stating that his password had expired and be prompted to create a new password. 

JOHN's account will not be locked if he fails to change his password within the grace period. In that situation, only 
JOHN's password would expire. 

Item: 128 (Ref:Cert-1Z0-062.6.4.1)

if the CONNECT role is revoked from JOHN
if the DBA runs a command to expire JOHN's password

if JOHN fails to change the password within the grace period

if JOHN's account was created with the ACCOUNT LOCK clause

if JOHN tries to connect to the database with an incorrect password five times

if JOHN tries to connect to the database with an incorrect password five times consecutively

Answer:
if JOHN's account was created with the ACCOUNT LOCK clause
if JOHN tries to connect to the database with an incorrect password five times 
consecutively
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JOHN's account will not be locked if he connects to the database with an incorrect password five times. It will be 
locked only if he connects to the database with an incorrect password five times consecutively.

Examine the details for the KITUSER4 user shown in the exhibit. (Click the Exhibit(s) button.)

Which two statements about the KITUSER4 user are true? (Choose two.)

Item: 129 (Ref:Cert-1Z0-062.6.2.1)

KITUSER4 can grant the SELECT privilege on the ORDERS table, but not the INV_TRX table.

KITUSER4 can grant any object privilege that the object's owner is allowed to grant.

KITUSER4 can only grant the SELECT privilege on the ORDERS table to other users.

KITUSER4 can grant the SELECT privilege on the INV_TRX table to another user.

Answer:
KITUSER4 can grant any object privilege that the object's owner is allowed to 
grant.
KITUSER4 can grant the SELECT privilege on the INV_TRX table to another user.

Page 9 of 123

Copyright © 2018 Transcender, powered by Kaplan IT Training, a division of Kaplan, Inc., a subsidia...



Explanation:
The following statements about the KITUSER4 user are true:

 KITUSER4 can grant any object privilege that the object's owner is allowed to grant. 
 KITUSER4 can grant the SELECT privilege on the INV_TRX table to another user. 

In this scenario, KITUSER4 has been granted the GRANT ANY OBJECT PRIVILEGE system privilege. This 
privilege allows a user to grant any object privilege that the object's owner is allowed to grant. KITUSER4 can 
grant the SELECT or UPDATE privileges on both the INV_TRX and ORDERS tables because the owner, 
KITUSER1, would also be allowed to grant those privileges. The GRANT ANY OBJECT PRIVILEGE system 
privilege also allows you to revoke any object privilege, whether granted by the object owner or by another user 
with the GRANT ANY OBJECT PRIVILEGE system privilege. However, you cannot revoke an object privilege 
granted with the WITH GRANT OPTION.

The option that states KITUSER4 can grant the SELECT privilege on the ORDERS table, but not the INV_TRX
table is incorrect because KITUSER4 can grant the SELECT privilege on the INV_TRX table.

The option that states KITUSER4 can only grant the SELECT privilege on the ORDERS table to other users is 
incorrect. KITUSER4 can also grant the UPDATE privilege on the ORDERS table and the SELECT and UPDATE
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privileges on the INV_TRX table.

You are running a job chain when it stalls. Which statement about a stalled job chain is true?

Explanation:
When a job chain stalls, you must perform some manual action to correct the situation. A job chain stalls when it 
cannot proceed with execution. This can occur if none of the rules evaluate to a condition that allows another job 
step to begin or if a condition ends the chain and the evaluation interval for the chain is set to the default value. 
For a job chain that is stalled, no steps are running, scheduled to run, or waiting for an event to occur. To allow 
the job chain to continue, you must perform some manual action to correct the situation. You can do so by altering 
the running chain so that a step can proceed or by redefining the chain rules so that execution can continue. You 
should note that if you redefine chain rules, you should run the EVALUATE_RUNNING_CHAIN procedure on the 
stalled chain job for rules to be reevaluated. 

The option that states when a job chain stalls, execution of the job chain ends is incorrect. Instead, the chain's 
state is set to CHAIN_STALLED, and you must manually correct the problem.

The option that states a job chain stalls if you have not set the evaluation interval for the defined chain is 
incorrect. The evaluation_interval defaults to a NULL value. With this default setting, all rules are evaluated 
when the chain starts and at the end of each step in the chain. 

The option that states a job chain stalls if you have not specified a priority for all jobs in the job chain is incorrect. 
Job chains do not stall based on the priority of the jobs.

You create a job chain object using the CREATE_CHAIN procedure. You want to define chain steps to run three 
programs. If the third program executes successfully, you want to run a fourth program. 

Which statement is true in this scenario?

Automating Tasks by Using Oracle Scheduler
Item: 49 (Ref:Cert-1Z0-062.20.2.2)

When a job chain stalls, you must perform some manual action to correct the situation.

When a job chain stalls, execution of the job chain ends. 

A job chain stalls if you have not set the evaluation interval for the defined chain.

A job chain stalls if you have not specified a priority for all jobs in the job chain.

Answer:
When a job chain stalls, you must perform some manual action to correct the situation.

Item: 54 (Ref:Cert-1Z0-062.20.2.1)

You can accomplish this, but only if all jobs in the chain are time-based.

You can accomplish this by defining a chain rule.
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Explanation:
You can accomplish this by defining a chain rule. Each chain rule defined with the DEFINE_CHAIN_RULE
procedure includes a condition and an action. If the condition evaluates to a TRUE value, then the specified action 
is performed. In this scenario, you could add a rule that checks to verify whether the third program executed 
successfully, and if it did, will execute the fourth program. 

The option that states you can accomplish this, but only if all jobs in the chain are time-based, is incorrect. Time-
based and event-based jobs can have rules defined.

The option that states you cannot accomplish this because a job chain cannot contain steps that include nested 
jobs is incorrect. A step in a job chain can be another chain.

The option that states you cannot accomplish this because a job chain can have only one dependency is 
incorrect. A job chain can have many dependencies. You can define rules to define these dependencies.

You want to create a job chain that links several activities. 

When defining the chain steps, which object CANNOT be included as a job step?

Explanation:
When defining chain steps, you cannot include another job as a chain step. A job chain links several activities 
together as job chain steps. Each job chain step can specify a Scheduler program, another job chain, or an event. 
A job chain step that specifies another job chain is referred to as a nested chain. You create a job chain using the 
CREATE_CHAIN procedure, and define chain steps using the DEFINE_CHAIN_STEP and 
DEFINE_CHAIN_EVENT_STEP procedures. The DEFINE_CHAIN_STEP procedure defines a chain step that is a 
program or nested chain, and the DEFINE_CHAIN_EVENT_STEP procedure defines a chain step that is an event 
schedule or an in-line event. 

You cannot accomplish this because a job chain cannot contain steps that include nested jobs.

You cannot accomplish this because a job chain can have only one dependency.

Answer:
You can accomplish this by defining a chain rule.

Item: 89 (Ref:Cert-1Z0-062.20.2.3)

another program

a nested chain

another job

another event 

Answer:
another job

Page 12 of 123

Copyright © 2018 Transcender, powered by Kaplan IT Training, a division of Kaplan, Inc., a subsidia...



All of the other options are incorrect because they can be included as job steps when defining a job chain.

Which three components does the Scheduler use for managing tasks within the Oracle environment? (Choose 
three.) 

Explanation:
The Scheduler uses the following three basic components for managing tasks within the Oracle environment: 

 job - Identifies what to execute and when execution should occur 
 program - Specifies a collection of metadata information for an executable
 schedule - Specifies when a job is executed and the frequency of execution

A PL/SQL procedure is not a valid component of Oracle Scheduler. The job component and the program 
component of the Scheduler include information, such as the type of action that will be executed. A PL/SQL 
procedure is a type of action, which is represented by the job or the program component of the Scheduler. 

You need to enable a Scheduler object, such as a program, job, window, or window group. 

Which procedure should you use to accomplish this?

Item: 94 (Ref:Cert-1Z0-062.20.1.1)

a job

a program

a schedule

a PL/SQL procedure

Answer:
a job
a program
a schedule

Item: 99 (Ref:Cert-1Z0-062.20.1.3)

DBMS_SCHEDULER.ENABLE
DBMS_SCHEDULER.ENABLE_JOB
DBMS_SCHEDULER.CREATE_JOB
DBMS_SCHEDULER.GENERATE_JOB_NAME

Answer:
DBMS_SCHEDULER.ENABLE
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Explanation:
You should use the DBMS_SCHEDULER.ENABLE procedure. You can enable Scheduler objects, such as 
programs, jobs, windows, or window groups using the ENABLE procedure of the DBMS_SCHEDULER package. The 
following syntax is used when calling the DBMS_SCHEDULER.ENABLE procedure: 

DBMS_SCHEDULER.ENABLE(name)

The name parameter signifies the Scheduler object to be enabled. The enabled flag for the object is set to TRUE
when the object is enabled. When you create a job or program Scheduler object, it is disabled by default. When 
you create a window or window group Scheduler object, it is enabled by default. If a job class name is specified as 
a parameter to the ENABLE procedure, then all the corresponding jobs within the class are also enabled. 
However, if you specify a window group name, only the window group is enabled, but the windows that are 
members of the window group are not enabled. You must explicitly enable the windows. 

You should not use the DBMS_SCHEDULER.ENABLE_JOB procedure because this is an invalid procedure. 

You should not use the DBMS_SCHEDULER.CREATE_JOB procedure. You can create a new job using the 
CREATE_JOB procedure of the DBMS_SCHEDULER package. 

You should not use the DBMS_SCHEDULER.GENERATE_JOB_NAME procedure. GENERATE_JOB_NAME is a 
function that is used to generate a new name for a job. It helps to identify the jobs by assigning each job a unique 
job name. The function accepts a prefix parameter and uniquely names the job by appending a unique number 
to the specified prefix. If a NULL value is passed for the prefix parameter, the job name consists only of a 
unique number. 

You are planning to schedule your backup activity using the Scheduler. 

Which statement about job scheduling is NOT true? 

Explanation:
When a job is created, information about the job is not stored in a job table created in the USERS schema. The 
Scheduler is primarily responsible for job execution. Information about the job is stored in a job table in the data 
dictionary. 

Item: 110 (Ref:Cert-1Z0-062.20.1.2)

When a job is created, information about the job is stored in a job table in the data dictionary.

The job coordinator goes to sleep automatically after a sustained period of Scheduler inactivity.

The Scheduler uses one job table for each database and one job coordinator for each instance. 

When a job is created, information about the job is stored in a job table created in the USERS schema.

Answer:
When a job is created, information about the job is stored in a job table created in the USERS
schema.
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All of the other options are incorrect because they are true about job scheduling. When a job is created, 
information about the job is stored in a job table created in the data dictionary. The job coordinator goes to sleep 
automatically after a sustained period of Scheduler inactivity. The job coordinator is a background process and is 
active when jobs are run. This process goes to sleep automatically after a sustained period of Scheduler inactivity. 
The Scheduler uses one job table for each database and one job coordinator for each instance. The Scheduler 
uses one job table to store information about the job and one job coordinator background process for one 
instance. The job coordinator process is started automatically when jobs are run. 

Where does the Oracle server record changes made to the data for recovery operations?

Explanation:
The Oracle server records the changes made t

Which statement about checkpointing is true?

Backup and Recovery Concepts
Item: 40 (Ref:Cert-1Z0-062.11.1.6)

datafiles

trace files

control file

redo log files

parameter file

Answer:
redo log files

Item: 50 (Ref:Cert-1Z0-062.11.1.5)

When a checkpoint occurs, the Checkpoint process (CKPT) writes information to the online redo log.

Checkpointing can be automatically tuned by setting the FAST_START_MTTR_TARGET parameter to a 
nonzero value.

Checkpointing is disabled if you set the FAST_START_MTTR _TARGET parameter to 0.

Frequent full checkpoints can only be avoided by increasing the size of the redo log file.

Answer:
Checkpointing can be automatically tuned by setting the FAST_START_MTTR_TARGET
parameter to a nonzero value.
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Explanation:
Checkpointing can be automatically tuned by setting the FAST_START_MTTR_TARGET parameter to a nonzero 
value. Checkpoints help to reduce the time required for instance recovery, and help ensure that no data is lost if a 
database failure occurs. A checkpoint is an event that signals DBWn to flush the modified data from the buffer 
cache to the disk. If a log switch has occurred, CKPT updates the control file and datafiles with checkpoint 
information, identifying the position in the online redo log at which instance recovery should begin. If instance 
recovery is subsequently initiated, all transactions between the checkpoint position and the end of the redo log file 
are applied to the datafiles. Frequent checkpoints decrease the time needed for recovery after an instance failure, 
but can adversely affect overall database performance. The FAST_START_MTTR_TARGET parameter specifies 
the time, in seconds, taken to perform an instance recovery. If this parameter is set to a nonzero value, the 
database will alter the checkpoint frequency as needed to meet this target.

A checkpoint does not occur when the Checkpoint process (CKPT) writes information to the online redo log is 
incorrect. When a checkpoint occurs, CKPT writes information to the control files and the headers of datafiles. 

Checkpointing is not disabled if you set the FAST_START_MTTR_TARGET parameter to 0. This setting disables 
your control of the frequency of automatic checkpointing, but not the fact that checkpointing will still take place.

The option that states frequent full checkpoints can only be avoided by increasing the size of the redo log file is 
incorrect. Although increasing the size of the redo log does reduce the frequency of checkpoints, you can also 
avoid frequent checkpoints by setting the FAST_START_MTTR_TARGET parameter to the value recommended by 
the MTTR Advisor. 

The database in your company runs in the NOARCHIVELOG mode. You take a weekly backup of the database 
every Saturday morning. 

The user SHELLY created a table on Monday morning and inserted some important data. On Thursday, this table 
was erroneously dropped by another user who had been granted the DROP ANY TABLE privilege. 

How will you recover the dropped table? 

Explanation:
The table cannot be recovered because the database is running in the NOARCHIVELOG mode. In this mode, the 
database can be recovered only up to the point of the last complete backup. Because the last complete backup 
was performed before the table was created, the backup does not contain the table. 

You cannot perform a complete recovery to recover the dropped table from the database. When running in the 
NOARCHIVELOG mode, a complete recovery is only possible up to the point of the last complete backup. Because 
the last complete backup was performed before the table was created, the backup does not contain the table, and 

Item: 66 (Ref:Cert-1Z0-062.11.1.4)

The dropped table cannot be recovered.

Perform a complete recovery to recover the dropped table from the database.

Perform a time-based recovery to recover the database up to the time at which the table was dropped.

Perform a point-in-time recovery to recover the database to the point in time before the table was dropped.

Answer:
The dropped table cannot be recovered.
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a complete recovery cannot restore the table. 

You cannot perform a time-based recovery on a database running in the NOARCHIVELOG mode. A time-based 
recovery can be performed on databases running only in the ARCHIVELOG mode. A time-based recovery is a 
recovery based on time, where you perform recovery up to a specified non-current time. 

You cannot perform a point-in-time recovery on a database running in the NOARCHIVELOG mode. A point-in-time 
recovery can be performed on the databases running only in the ARCHIVELOG mode. A point-in-time recovery is a 
database recovery where you perform recovery up to a specified non-current SCN, time, or log sequence number. 

Consider the following possible situations:

1. A user terminates a session unexpectedly while a transaction is running. 
2. A disk on which datafiles are stored becomes corrupt. 
3. A network connection (session) is dropped between one of the users and the server. 
4. A database instance shuts down abnormally because of a power loss 
5. A privileged user accidentally drops a tablespace. 
6. A user accidentally runs a query without a WHERE clause on a table with 10,000 rows. 
7. A user accidentally drops a production table from the Payroll system. 

Which of these situations do NOT require special actions by the DBA to perform recovery?

Explanation:
The following situations would NOT require special actions by the DBA to perform recovery:

 A user terminates a session unexpectedly while a transaction is running.
 A network connection (session) is lost between the client and the server.
 A user accidentally runs a query without a WHERE clause on a table with 10,000 rows. 

If a user terminates a session unexpectedly while a transaction is running, uncommitted changes will be rolled 
back. If a network connection is lost between the client and the server, the client's session is terminated and 
uncommitted changes are rolled back. If a user accidentally runs a query without a where clause on a table with 
10,000 rows, no data is changed so nothing needs to be restored.   None of these situations requires special 
actions by the DBA to perform recovery.  All of the other options are incorrect because they would require special 
actions by the DBA to perform recovery. 

Item: 105 (Ref:Cert-1Z0-062.11.1.3)

1, 3, 4

1, 2, 5 

1, 3, 7

1, 3, 6

Answer:
1, 3, 6
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In an Oracle environment, which categories of failure are likely to require DBA involvement for resolution? 
(Choose two.)

Explanation:

Media failure and instance failure will require intervention by a DBA, including some level of recovery.

A media failure occurs when a physical problem is encountered that prevents the database from writing to or 
reading from a file that is required for the database to operate. Examples include when a file is accidentally 
erased or there is a disk drive head crash. 

An instance failure occurs when there is a failure in one of the Oracle required background processes or the 
memory allocated to the Oracle instance. Examples include when there is an unexpected power outage, when an 
Oracle background process experiences a failure, or when the operating system of the machine hosting the 
Oracle instances crashes. Instance failures are easy for the

While users were inserting and updating data in a database, the instance crashed because one of the essential 
DBWn background processes failed. 

Which two statements are true regarding the transactions occurring in the database at the time the instance 
crashed? (Choose two.)

Item: 109 (Ref:Cert-1Z0-062.11.1.1)

media failure (loss or corruption of database files)

instance failure (Oracle memory and background processes)

user error (forgot to commit after making changes)

user process (session not responding)

Answer:
media failure (loss or corruption of database files)
instance failure (Oracle memory and background processes)

Item: 118 (Ref:Cert-1Z0-062.11.1.2)

The uncommitted changes in the database at the time of instance failure will be rolled back when the 
instance is restarted.

The committed changes in the database at the time of instance failure will remain committed in the database.

The uncommitted changes in the database at the time of instance failure can be recovered by applying the 
changes stored in the online redo log file.
The uncommitted changes in the database at the time of instance failure can be recovered by reapplying the 
undo data that is contained in the undo segments.
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Explanation:
<font size="2" f 

Your Oracle database is running in the NOARCHIVELOG mode. You are required to change the archiving mode of 
the database to ARCHIVELOG mode. 

At which state must the database be when you issue the ALTER DATABASE ARCHIVELOG statement to change 
the database to the ARCHIVELOG mode? 

Explanation:
To change the archiving mode of a database from the NOARCHIVELOG to the ARCHIVELOG mode, the database 
must be in the MOUNT state. You cannot issue the ALTER DATABASE ARCHIVELOG statement when the 
database is in any other state. 

You cannot issue the ALTER DATABASE ARCHIVELOG statement when the database is in the OPEN, CLOSED, 
or NOMOUNT state. Doing so will generate an error because the database can be changed from the 
NOARCHIVELOG to the ARCHIVELOG mode or from the ARCHIVELOG to the NOARCHIVELOG mode only in the 
MOUNT state.

You are required to perform the following tasks to configure Flashback Database:

1. Open the database in MOUNT EXCLUSIVE mode. 
2. Ensure that the database is in ARCHIVELOG mode. 

Answer:
The uncommitted changes in the database at the time of instance failure will be rolled back 
when the instance is restarted.
The committed changes in the database at the time of instance failure will remain committed in 
the database.

Backup and Recovery: Configuration
Item: 12 (Ref:Cert-1Z0-062.12.2.4)

OPEN
MOUNT
CLOSED
NOMOUNT

Answer:
MOUNT

Item: 29 (Ref:Cert-1Z0-062.12.2.1)

Page 19 of 123

Copyright © 2018 Transcender, powered by Kaplan IT Training, a division of Kaplan, Inc., a subsidia...



3. Configure the flash recovery area by setting the DB_RECOVERY_FILE_DEST and 
DB_RECOVERY_FILE_DEST_SIZE parameters. 

4. Issue the ALTER DATABASE FLASHBACK ON; statement. 
5. Set the DB_FLASHBACK_RETENTION_TARGET parameter. 

Which option identifies the correct sequence in which these steps should be performed to enable Flashback 
Database?

Explanation:
The correct sequence in which the steps should be performed is 2, 3, 5, 1, and 4.

To enable Flashback Database, the database must be in ARCHIVELOG mode. Therefore, you must first ensure 
that the database is in ARCHIVELOG mode. Then, you can configure the flash recovery area that stores all 
backup- and recovery-related files. You configure the flash recovery area by setting the 
DB_RECOVERY_FILE_DEST and DB_RECOVERY_FILE_DEST_SIZE parameters. The 
DB_RECOVERY_FILE_DEST parameter specifies the location of the flash recovery area, and the 
DB_RECOVERY_FILE_DEST_SIZE parameter specifies the size of the flash recovery area. 

After configuring the flash recovery area, you should set the DB_FLASHBACK_RETENTION_TARGET parameter to 
the retention target. The retention target is the upper limit, in minutes, which indicates how far back Flashback 
Database can go. For example, if you specify the value 1440 for the DB_FLASHBACK_RETENTION_TARGET
parameter, you will be able to flash back the database by one day, which is equal to 1440 minutes. The 
DB_FLASHBACK_RETENTION_TARGET parameter is only required to be able to use Flashback Database. 

You can configure a flashback recovery area to use other flashback features by setting only the 
DB_RECOVERY_FILE_DEST and DB_RECOVERY_FILE_DEST_SIZE parameters. You should open the database 
in MOUNT EXCLUSIVE mode to issue the ALTER DATABASE FLASHBACK ON; statement. The ALTER 
DATABASE FLASHBACK ON; statement is used to enable Flashback Database. You cannot issue the ALTER 
DATABASE FLASHBACK ON; statement if the database is mounted and open.

All the other options are incorrect because they do not represent the correct sequence of steps to enable 
Flashback Database.

In your production database environment, you want the database to be configured for easy and effective 
recoverability from database failures. What should be done to achieve this requirement? (Choose two.)

2, 3, 5, 1, and 4

2, 4, 1, 3, and 5

5, 2, 3, 4, and 1

2, 5, 3, 4, and 1

Answer:
2, 3, 5, 1, and 4

Item: 53 (Ref:Cert-1Z0-062.12.2.2)

Make regular backups of the database.

Maintain a backup of the online redo log files.
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Explanation:
To configure a database for easy and effective recoverability, you should make regular backups of the database 
and configure the database to run in the ARCHIVELOG mode. Making regular backups of a database ensures that 
the database can be recovered from failures. When you configure a database to run in the ARCHIVELOG mode, 
the changes made to the database that are stored in the redo log files are archived before these log files are 
overwritten. These archives are maintained in the form of archive log files. Whenever there is a database failure, 
these archive redo log files can be applied to the most recent backup to bring the database back to the point of 
the last commit. If the database is not configured for ARCHIVELOG mode, the database can only be recovered up 
to the last complete backup. 

Maintaining a backup of the online redo log files does configure the database for easy and effective recoverability. 
However, Oracle suggests that you not back up the online redo log files. 

If you configure your database to run in the NOARCHIVLEOG mode, recovery will not be easy and effective 
because with every recovery you can recover your database only up to the last full backup. When you run the 
database in the NOARCHIVLEOG mode, the online redo log files are not archived before being overwritten. Due to 
this, the database can be recovered only up to the point of last complete backup. The NOARCHIVELOG mode 
makes the recovery procedure easy because you only need to restore the backup of the database, but the 
recovery is not effective because any changes made to the database after the last complete backup cannot be 
recovered and must be reapplied. 

Using large redo log files does not ease recoverability of a database. Using large redo log files will only increase 
the time between two log switches. 

Due to certain changes in the business requirements, you must ensure that the database is available to the users 
while performing a backup. This hot backup capability requires that your database be running in ARCHIVELOG
mode. Therefore, you must configure your database to run in the ARCHIVELOG mode. 

Which three steps are essential to convert the database from the NOARCHIVELOG mode to the ARCHIVELOG
mode? (Choose three.)

Configure the database to run in the ARCHIVELOG mode.

Configure the database to run in the NOARCHIVELOG mode.

Use large redo log files to keep track of all database changes.

Answer:
Make regular backups of the database.
Configure the database to run in the ARCHIVELOG mode.

Item: 83 (Ref:Cert-1Z0-062.12.2.3)

Increase the number of redo log files in the database.

Issue the ALTER DATABASE ARCHIVELOG statement.

Shut down the database and start it back up in the MOUNT state.

Issue the ALTER DATABASE OPEN statement.

Shut down the database and start it back up in the NOMOUNT state.
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Explanation:
You must perform the following steps to change the database from the NOARCHIVELOG mode to the 
ARCHIVELOG mode: 

1. Shut down the database and start it back up to the MOUNT state. 
2. Issue the ALTER DATABASE ARCHIVELOG statement. 
3. Issue the ALTER DATABASE OPEN statement. 

The option that states that you must increase the number of redo log files in the database is incorrect because 
this step is not required to convert the database from the NOARCHIVELOG mode to the ARCHIVELOG mode. The 
minimum number of redo log files required in both cases is two. Therefore, while converting a database to the 
ARCHIVELOG mode, you are not required to increase the number of redo log files in the database. 

The option that states you must shut down the database and open it in the NOMOUNT state is incorrect because 
the database must be opened in the MOUNT state to change it to the ARCHIVELOG mode. 

Your database instance is running in ARCHIVELOG mode. Examine the initialization parameter settings shown in 
the exhibit:

No LOG_ARCHIVE_DEST_n locations have been configured.

Which statement about archiving is true?

Perform a full database backup after configuring the database to the ARCHIVELOG mode.

Answer:
Issue the ALTER DATABASE ARCHIVELOG statement.
Shut down the database and start it back up in the MOUNT state.
Issue the ALTER DATABASE OPEN statement.

Item: 114 (Ref:Cert-1Z0-062.12.1.3)

Archived redo log files will be written to /u01/app/oracle.

Archived redo log files will be written to /u01/oradata/fra1. 

Archiving will be disabled because the flash recovery area has not been configured properly.

The database instance will not start because no LOG_ARCHIVE_DEST_n parameters have been set.
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Explanation:
Archived redo log files will be written to /u01/oradata/fra1. In this scenario, you have explicitly set the 
DB_RECOVERY_FILE_DEST and DB_RECOVERY_FILE_DEST_SIZE parameters. This configures a flash 
recovery area. In addition, you did not set any LOG_ARCHIVE_DEST_n parameters. In this scenario, Oracle will 
implicitly set LOG_ARCHIVE_DEST_10 to the location of the flash recovery area, and archived redo log files will 
be written to that location. If you have a flash recovery area configured, you can also set it as the archiving 
location by setting an individual LOG_ARCHIVE_DEST_n parameter, including 
LOCATION=USE_DB_RECOVERY_FILE_DEST. 

The option that states archived redo log files will be written to /u01/app/oracle is incorrect. The 
DIAGNOSTIC_DEST initialization parameter specifies the location of the ADR Home. This is the location to which 
diagnostic information is written, such as trace files, the alert log, core files, and incident files. 

The option that states archiving will be disabled because the flash recovery area has not been configured properly 
is incorrect. In this scenario, you specify both the DB_RECOVERY_FILE_DEST and 
DB_RECOVERY_FILE_DEST_SIZE parameters to configure your flash recovery area. The 
DB_RECOVERY_FILE_DEST parameter specifies the location of the flash recovery area, and the 
DB_RECOVERY_FILE_DEST_SIZE parameter specifies the flash recovery area's maximum size. No additional 
configuration is required.

The option that states the database instance will not start because no LOG_ARCHIVE_DEST_n parameters have 
been set is incorrect. Oracle will implicitly set LOG_ARCHIVE_DEST_10 to the location of the flash recovery area.

You notice that your database takes a long time to start up when it's required to perform automatic instance 
recovery. Which action should you consider taking to tune the instance recovery process?

Explanation:
To tune the instance recovery phase, you should set the FAST_START_MTTR_TARGET parameter to a lower 
value. This will reduce the time required for an automatic instance recovery and accordingly modify the other 
components that affect the instance recovery. The time specified by this parameter is the time, in seconds, taken 
to perform an instance recovery. The database will alter the checkpoint frequency to meet this target. 

Answer:
Archived redo log files will be written to /u01/oradata/fra1. 

Item: 115 (Ref:Cert-1Z0-062.12.1.2)

Increase the size of redo log files in the database.

Decrease the size of redo log files in the database.

Set the FAST_START_PARALLEL_ROLLBACK parameter to HI.

Set the RECOVERY_PARALLELISM parameter to a higher value.

Set the FAST_START_MTTR_TARGET parameter to a lower value.

Answer:
Set the FAST_START_MTTR_TARGET parameter to a lower value.
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You should not increase or decrease the size of the redo log files in the database because increasing the size of 
the files can lead to an increase in the time required for instance recovery. Reducing the size of the redo log files 
can lead to a situation in which redo log files of small sizes will not allow the checkpoints enough time to 
complete. 

Setting the FAST_START_PARALLEL_ROLLBACK parameter to HI is incorrect because setting this parameter will 
only tune the rollback phase of the instance recovery. Remember that instance recovery requires Oracle to roll 
forwards (to write transaction work committed by a user but not written to the datafiles before the failure occurred), 
as well as roll backwards (to erase the transaction work not committed by a user but prematurely written to the 
datafiles before the failure occurred). This parameter tunes the rollback phase of instance recovery by increasing 
the number of parallel processes that roll back the uncommitted transactions in the rollback phase, but does not 
have any affect in terms of tuning the roll forwards phase. 

Setting the RECOVERY_PARALLELISM parameter to a higher value is incorrect because setting this parameter will 
only tune the roll forward phase of the instance recovery. The parameter helps in tuning the roll forward phase of 
instance recovery by adding more parallel servers to perform the recovery operation in the roll forward phase, but 
has no affect in terms of tuning the roll backwards phase.

You are working on the PROD database. In the initialization parameter file of the database, you set the following 
parameter: 

FAST_START_MTTR_TARGET=180

What does this parameter represent? 

Explanation:
The FAST_START_MTTR_TARGET parameter represents the time required for instance recovery. The 
FAST_START_MTTR_TARGET parameter specifies the mean-time-to-recover for a database after an instance 
crash. In this scenario, the parameter setting specifies that the instance should be recovered from a crash within 
180 seconds. Setting the FAST_START_MTTR_TARGET parameter will set all the other required parameter values 
to ensure that instance recovery takes no longer than the time specified by this parameter. If you also specify the 
LOG_CHECKPOINT_INTERVAL, the LOG_CHECKPOINT_INTERVAL parameter value takes precedence.

The FAST_START_MTTR_TARGET parameter does not represent the time lag between two consecutive 
checkpoints. The time lag between two consecutive checkpoints is set by using the 
LOG_CHECKPOINT_INTERVAL parameter. 

Item: 116 (Ref:Cert-1Z0-062.12.1.1)

the average time required for instance recovery

the average time lag between two consecutive checkpoints

the average number of I/Os required during instance recovery

the average number of redo buffers required during instance recovery

the average number of database blocks required during instance recovery

Answer:
the average time required for instance recovery
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The FAST_START_MTTR_TARGET parameter does not represent the number of I/Os required during instance 
recovery. The FAST_START_IO_TARGET parameter is used to specify the number of I/Os required for a 
checkpoint process to occur. This parameter directly affects the instance recovery phase because during the 
instance recovery phase, the instance must be recovered up to the last checkpoint position. 

The FAST_START_MTTR_TARGET parameter does not represent the number of redo buffers required during 
instance recovery. The redo buffers that are required depend on the time difference between the checkpoint and 
the instance crash. 

The FAST_START_MTTR_TARGET parameter does not specify the number of database blocks required during 
instance recovery. Database blocks are not required during instance recovery. Only redo buffers and undo blocks 
are required during instance recovery. Database blocks are the blocks of data retrieved by the users from 
datafiles.

You are running your Oracle 11g database in shared server mode. You notice that a particular user session is 
allocating a large portion of the SGA. You want to restrict the amount of User Global Area (UGA) memory the 
session can allocate.

Which action should you take?

Explanation:
You should modify the user's profile to set the PRIVATE_SGA resource limit. The PRIVATE_SGA resource limit 
allows you to set an upper limit for the amount of private space a session can allocate in the system global area. 
Private space includes private areas used by the user session, but not shared areas. 

You should not decrease the value for MEMORY_MAX_TARGET. Oracle 11g has two new Automatic Memory 
Management initialization parameters, MEMORY_TARGET and MEMORY_MAX_TARGET. The MEMORY_TARGET
parameter represents the total amount of memory that can be allocated to SGA and PGA memory structures. The 
MEMORY_MAX_TARGET parameter represents the largest possible value to which MEMORY_TARGET can be set. 

You should not modify the user's profile to set the SESSIONS_PER_USER resource limit. The 
SESSIONS_PER_USER resource limit specifies the maximum number of concurrent sessions for the user.

You should not decrease the value for LARGE_POOL_SIZE. This would affect all users, not just the user 
consuming excessive SGA. 

Configuring the Oracle Network Environment
Item: 9 (Ref:Cert-1Z0-062.4.3.1)

Decrease the value for MEMORY_MAX_TARGET.

Modify the user's profile to set the SESSIONS_PER_USER resource limit.

Decrease the value for LARGE_POOL_SIZE.

Modify the user's profile to set the PRIVATE_SGA resource limit.

Answer:
Modify the user's profile to set the PRIVATE_SGA resource limit.
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You want to know the uptime duration of your default listener. Which command-line command can you use to 
determine the uptime duration of the default listener?

Explanation:
You can use the lsnrctl status command to display the uptime duration of the default listener. The lsnrctl 
status command displays information about a listener, including the listener's status, configuration settings, and 
whether or not the listener was dynamically registered. The syntax of the lsnrctl status command is: 

lsnrctl status [listenername]

If a listenername is specified, then the status of the specified listener is displayed. If no listenername is specified, 
the status and configuration of the default listener, LISTENER, is displayed. 

The lsnrctl stop command is used to stop the default listener. 

The lsnrctl start command is used to start the default listener. 

The lsnrctl services command is used to view detailed information regarding the different databases, 
instances, and dispatchers to which the listener forwards client requests. It also provides information on whether 
or not the listener was dynamically registered. 

You have created a listener by using Database Control. After configuring the listener for your database, you 
started a new SQL*Plus session and attempted to connect to the database using the credentials of user scott with 
a password of tiger.

Enter user-name: scott/tiger@11g

While executing the command, you received the following error message: 

ORA-12154: TNS:could not resolve the connect identifier specified.

Why did the error occur? 

Item: 33 (Ref:Cert-1Z0-062.4.1.3)

lsnrctl stop
lsnrctl start
lsnrctl status
lsnrctl services

Answer:
lsnrctl status

Item: 37 (Ref:Cert-1Z0-062.4.1.2)

The syntax of the command is incorrect.

The listener is not running on the Oracle server.
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Explanation:
You will receive an ORA-12154: TNS:could not resolve the connect identifier specified error 
message because the connect identifier supplied does not exist in the tnsnames.ora file. The connect identifier 
must be configured in the tnsnames.ora file to connect to the destination Oracle database. 

The stated syntax of the command is correct. Therefore, the error is not generated due to incorrect syntax. 

If the listener is not running on the Oracle server, the TNS-12541/ORA-12541: TNS:no listener error is 
generated. 

If the port number used by the new listener is already in use, the error in this scenario will not be generated. 
Instead, the error generated will be TNS-12560: TNS:protocol adapter error. The unavailability of a 
listener to listen to the service name mentioned in the tnsnames.ora file is not a valid reason for the error to 
occur. This error signifies that a listener is configured in the Oracle database, but is not configured to listen to the 
service name being configured in the tnsnames.ora file of the client computer. If the listener is not available, the 
TNS-12541/ORA-12541: TNS:no listener error will be generated. 

You have created a listener by using Database Control and configured a listener named LSR2. Later, you issued 
the following command: 

SQLPLUS scott/tiger@12c

While executing this command, you received the following error message: 

ORA-12541: TNS:no listener.

Why did the error occur?

The port number used by the new listener is already in use.

The connect identifier supplied does not exist in the tnsnames.ora file.

A listener is not available to listen for the service name mentioned in the tnsnames.ora file.

Answer:
The connect identifier supplied does not exist in the tnsnames.ora file.

Item: 51 (Ref:Cert-1Z0-062.4.1.1)

The syntax of the command is incorrect.

A listener does not exist in the Oracle database.

The service name supplied does not exist in the tnsnames.ora file.

A listener is not available to listen to the service name mentioned in the tnsnames.ora file.

Answer:
A listener does not exist in the Oracle database.
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Explanation:
You receive the ORA-12541: TNS:no listener error message because a listener does not exist in the Oracle 
database. The reason can be either because the listener service is not running or because the listener is not 
capable of listening to the service name on the port number specified in the tnsnames.ora file. For example, if 
the listener is configured to listen to a service name on port number 1521, and the port number for the same 
service is specified as 1522 in the tnsnames.ora file, you will receive the ORA-12541: TNS:no listener
error while connecting to the Oracle database. 

The syntax of the command is correct. 

The option that the service name supplied does not exist in the tnsnames.ora file is not a valid cause of the error. 
You receive the ORA-12154: TNS:could not resolve service name error if the service name supplied 
does not exist in the tnsnames.ora file. 

The option that a listener is not available to listen to the service name mentioned in the tnsnames.ora file is not a 
valid reason for the error to occur. You receive the ORA-12514: TNS:listener does not currently 
know of service requested in connect descriptor error if the service name is mentioned in the 
tnsnames.ora file but the listener is not configured to listen to the service name. 

Your database server is running in shared server mode. Which component is a component of the Program Global 
Area (PGA) when the database is in shared server mode?

Explanation:
In shared server mode, only stack space is a component of the PGA. The other components that are the user 
session data, cursor state information, shared pool, and memory structures are all part of the System Global Area 
(SGA). When the database server is running in the shared server mode, the PGA is not a part of the SGA, and 
the PGA only contains stack space. This stack space contains local variables used by the user session. The other 
components like user session data, memory structures, and cursor state information are part of the SGA. 

The shared pool is not a part of the PGA in shared server mode. It is a part of the SGA. The shared pool contains 
cached data that can be shared by multiple users, such as the library cache, data dictionary cache, SQL query 
result cache, and the PL/SQL function result cache.

The user session data is not part of the PGA. It is a part of the SGA. User session data includes user-specific 

Item: 60 (Ref:Cert-1Z0-062.4.2.2)

shared pool

local variables used in the user session

user session data

memory structures

cursor state information

Answer:
local variables used in the user session
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information for the session such as security and other resource usage information. 

The memory structures are not a part of the PGA, but rather part of the SGA. 

The cursor state information is stored in the SGA when the database is in shared server mode. The cursor state 
contains runtime information for the cursor, including the rows retrieved and return codes. 

Which statement represents a characteristic of connection pooling in a shared server configuration?

Explanation:
With connection pooling in a shared server configuration, idle connections can be reused and thus allow a larger 
number of active users. Connection pooling allows the server to reuse idle connections for other active user 
sessions. This allows better scalability because a larger number of users is supported, especially in situations in 
which users are not accessing the server all the time, such as in a Web application.

The option that states connection pooling cannot be implemented in a shared server configuration is incorrect. 
Connection pooling is a feature of the shared server environment. 

The option that states the load is distributed among listeners when two or more listeners are configured is 
incorrect. This is a characteristic of load balancing, which is supported by Oracle Net. 

The option that states client connection requests are forwarded to other listeners if the desired listener in the 
database does not respond is incorrect. This is a characteristic of connect-time failover, which is supported by 
Oracle Net. 

You are using Database Configuration Assistant (DBCA) to create another Oracle 11g database for your 
organization. You want to specify a block size of 16K and enable Automatic Storage Management (ASM).

Which action should you take?

Item: 68 (Ref:Cert-1Z0-062.4.2.1)

Connection pooling cannot be implemented in a shared server configuration. 

The load is distributed among listeners when two or more listeners are configured. 

Idle connections can be reused and allow a larger number of users.

Client connection requests are forwarded to other listeners if the desired listener in the database does not 
respond.

Answer:
Idle connections can be reused and allow a larger number of users.

Creating an Oracle Database Using DBCA
Item: 133 (Ref:Cert-1Z0-062.24.4.1)

Create the database using the General Purpose template. 

Create the database using the Custom template. 
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Explanation:
You should create the database using the Custom template. The custom template allows you to customize all 
settings and provides the most flexibility. 

You should not create the database using the General Purpose template or the Data Warehouse template. Using 
these templates, you would not be able to select a block size other than 8K on the Initialization Parameters 
screen.

The option that states you should manually create the database because you cannot enable Automatic Storage 
Management when creating a database using DBCA is incorrect. You can select the Automatic Storage 
Management option from the Storage Options screen to create a database that uses Automatic Storage 
Management. 

You are creating a database using DBCA. 

Which option CANNOT be configured using DBCA? 

Explanation:
Using DBCA, you cannot configure the database to use the local naming method. The naming method for the 
database must be configured using the net configuration files or the Net Configuration Assistant. 

DBCA can be used to configure the database to enable daily backup. To enable daily backup of the database, 
you must check the Enable Daily Backup check box on the Management Options page. While enabling backup, 
you can specify the time when the daily backup will be performed and the username and password of the user 

Create the database using the Data Warehouse template. 

Manually create the database because you cannot enable Automatic Storage Management when creating a 
database using DBCA. 

Answer:
Create the database using the Custom template. 

Item: 134 (Ref:Cert-1Z0-062.24.1.1)

configuring the database to enable daily backup

configuring the database to run in shared server mode

configuring the database to use the local naming method

configuring the database to use password file authentication

configuring the database to use Automatic Storage Management

Answer:
configuring the database to use the local naming method
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performing the backup. 

DBCA can be used to configure the database to run as a shared server. To configure the database to run as a 
shared server, you must select the appropriate connection mode in the Connection Mode tab on the Initialization 
Parameters page. 

DBCA can be used to configure the database to use password file authentication by setting the appropriate 
parameters. You can set the REMOTE_LOGIN_PASSWORDFILE parameter to EXCLUSIVE or SHARED using the 
Initialization Parameters page to enable the database to use password file authentication. 

DBCA can be used to configure the database to use Automatic Storage Management. You can configure the 
database to use Automatic Storage Management from the Operations page. 

Your database is running and virtually all of the users are connected in shared server mode. You want to ensure 
that the memory allocated to the shared pool is used only by the application users, and not by RMAN processes 
or any other I/O server processes. 

Which component of the System Global Area (SGA) should be allocated memory to achieve the objective?

Explanation:
The large pool should be allocated memory to ensure that the memory allocated to the shared pool is used only 
by the application users and not by RMAN processes or any other I/O server processes. Increasing the size of the 
shared pool, setting up a reserved area, and pinning PL/SQL packages are all effective methods of improving the 
performance of the shared pool. However, the performance of the shared pool can be negatively impacted by 
SQL-intensive operations, such as those that occur when using multiple I/O server process and Oracle's 
Recovery Manager (RMAN) utility. The large pool can be configured manually to allocate memory to I/O server 
processes and RMAN processes. By doing this, the memory allocated to the shared pool will not be consumed by 
I/O server processes or RMAN processes. Instead, it will be available to the application processes. Allocating the 
large pool provides a dedicated memory construct for memory intensive activities such as RMAN processes and 
I/O server processes, thus preventing those activities from grabbing memory from the shared pool, where memory 
is required for the shared server processes.

Allocating memory to the Java pool will not ensure that the memory is allocated to the application users and not 
used by RMAN or any other I/O server processes. The Java pool is a specific area in the SGA that is used to run 
Java-specific applications. 

Allocating memory to the log buffer will not ensure that the memory allocated to the shared pool is used only by 
the application users and not by the RMAN processes or any other I/O server processes. The memory allocated 

Exploring the Oracle Database Architecture
Item: 135 (Ref:Cert-1Z0-062.1.2.3)

Java pool

log buffer

large pool

buffer cache

Answer:
large pool
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to the log buffer is not used by the RMAN processes. The larger the size of the redo log buffer, the less likely it is 
for the user server process to experience a wait when trying to place redo entries into the log buffer. 

Allocating memory to the buffer cache will not ensure that the memory allocated to the shared pool is used only by 
the application users and not by the RMAN processes or any other I/O server processes. The memory allocated 
to the buffer cache is not used by RMAN processes. The larger the size of the buffer cache, the less likely it is for 
cached buffers to be moved out of the cache by the least recently used (LRU) list.

Which task does the RBAL process perform?

Explanation:
The RBAL process coordinates rebalance activity for disk groups. 

The ARBn processes perform the actual extent rebalancing in an ASM instance. 

The MMON process issues alerts when specific metric thresholds are exceeded, and captures statistics at period 
intervals. 

The RECO process automatically manages failures involving distributed transactions.

Item: 136 (Ref:Cert-1Z0-062.1.3.3)

It coordinates rebalance activity for disk groups

It performs the actual extent rebalancing 

It issues alerts when specific metric thresholds are exceeded, and captures statistics at periodic intervals

It automatically manages failures involving distributed transactions 

Answer:
It coordinates rebalance activity for disk groups
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When a segment requires additional space, which logical database components would you add?

Explanation:
If a segment requires additional space, extents should be added. 

The Oracle database architecture includes logical and physical structures that make up the database. The logical 
structure includes tablespaces, segments, extents, and data blocks. A tablespace may consist of one or more 
segments. Each segment is made up of one or more extents, each consisting of a set of contiguous data blocks. 

All of the other options are incorrect. You cannot add tablespaces, database blocks, or operating system blocks to 
a segment.

Which two structures are physical structures in an Oracle database? (Choose two.)

Explanation:

Item: 137 (Ref:Cert-1Z0-062.1.4.3)

extents

tablespaces

database blocks

operating system blocks

Answer:
extents

Item: 138 (Ref:Cert-1Z0-062.1.4.1)

extent

segment

datafile

tablespace

Oracle data block

control file

Answer:
datafile
control file
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Datafiles and control files are physical structures that are part of an Oracle database. An Oracle database has a 
logical and a physical structure. The physical structure of the database is the set of operating system files in the 
database. The physical structure of a database includes datafiles, control files, and redo log files. These files 
consist of operating system blocks.

All of the other options are incorrect. An Oracle data block, an extent, and a segment are considered part of the 
logical structure of an Oracle database. The logical structure of the database dictates how the physical structure 
of the database is used. The logical structure exists in a hierarchy and includes data blocks, extents, segments, 
schema objects, and tablespaces as follows: 

 An Oracle database is a group of tablespaces. 
 A tablespace may consist of one of more segments. 
 A segment is made up of extents. 
 An extent is made up of logical blocks known as Oracle data blocks. 
 An Oracle data block is the smallest unit for read and write operations. 

The size of an Oracle data block is determined when the database is created, and is a multiple of operating 
system blocks.

When an Oracle user process is terminated abnormally, the Oracle background process PMON cleans up the 
terminated process. Which tasks are accomplished by PMON when it attempts to clean up this abnormally 
terminated process? (Choose all that apply.) 

Explanation:
The Process Monitor process (PMON) is responsible for cleaning up a failed user process. During this cleanup, 
PMON releases the resources held by the failed user process, rolls back the transaction that caused the process 
to fail, and releases the row and table level locks held by the failed user process. Additionally, it restarts the dead 
dispatchers. As PMON rolls back the transaction that caused the process to fail, the data up to the last commit 
before the abnormal termination is retained in the database. 

Item: 139 (Ref:Cert-1Z0-062.1.3.1)

releasing the resources held by the failed process

rolling back the current transaction of that user

releasing the table and row level locks held by the failed process

deallocating the temporary segments held by the failed user process

coalescing the free space that exists within the space held by the failed process

Answer:
releasing the resources held by the failed process
rolling back the current transaction of that user
releasing the table and row level locks held by the failed process
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The option that states that PMON deallocates the temporary segments held by failed user process is incorrect 
because deallocation of database-wide temporary segments is done by the System Monitor (SMON) process. 

The option that states that PMON coalesces free space is incorrect because the SMON coalesces free space.

Which statement about extents is TRUE? 

Explanation:
An extent is a set of contiguous Oracle blocks. One or more extents make up a segment. When a segment is 
created, it contains at least one extent. As the segment grows, extents are added to the segment. An extent must 
exist in a single datafile. 

The option that states extents are only deallocated from a segment when the segment is dropped is incorrect. 
Extents are deallocated from a segment when the segment is truncated, dropped, or altered. 

The option that states altering the storage parameters of a segment applies to current and future extents is 
incorrect. Altering the storage parameters of a segment applies only to future extents. 

The option that states as segments are created, they are allocated space from the free extents in the database is 
incorrect. As segments are created, they are allocated space from the free extents in the tablespace. 

Which statement about setting the DB_CACHE_SIZE initialization parameter is TRUE?

Item: 140 (Ref:Cert-1Z0-062.1.4.2)

Extents are collections of contiguous database blocks.

Extents are only deallocated from a segment when the segment is dropped.

Altering the storage parameters of a segment applies to current and future extents.

As segments are created, they are allocated space from the free extents in the database.

Answer:
Extents are collections of contiguous database blocks.

Item: 141 (Ref:Cert-1Z0-062.1.2.1)

DB_CACHE_SIZE cannot be set dynamically.

DB_CACHE_SIZE cannot be set to a value larger than the granule size.

DB_CACHE_SIZE cannot be set if SGA_TARGET is not specified.

If the DB_CACHE_SIZE parameter is not set to a value that is a multiple of the granule size, the actual size 
that Oracle will allocate for the database cache is rounded up to the nearest whole number multiple of the 
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Explanation:
If a DB_CACHE_SIZE is set to a value smaller than the granule size, the size is rounded up to the nearest granule 
size. The DB_CACHE_SIZE parameter specifies the size to be allocated to the default buffer pool for buffers that 
have a standard block size. 

The option that states DB_CACHE_SIZE cannot be set dynamically is incorrect. You can modify the value of 
DB_CACHE_SIZE using the ALTER SYSTEM statement.

The option that states DB_CACHE_SIZE cannot be set to a value larger than the granule size is incorrect. It can 
be set to a value larger than the granule size, and is rounded up to the nearest granule size.

The option that states DB_CACHE_SIZE cannot be set if SGA_TARGET is not specified is incorrect. If 
SGA_TARGET is not set, DB_CACHE_SIZE assumes a default value. 

User A has locked some tables in the database. Users of this database cannot access the data in the locked 
tables. To solve the problem, you kill user A's session. 

Which two statements are true in this scenario? (Choose two.) 

Explanation:

granule size.

Answer:
If the DB_CACHE_SIZE parameter is not set to a value that is a multiple of the 
granule size, the actual size that Oracle will allocate for the database cache is 
rounded up to the nearest whole number multiple of the granule size.

Item: 142 (Ref:Cert-1Z0-062.1.3.2)

The RECO process will perform a recovery of user A's transaction.

The PMON process will perform an implied rollback on user A's transaction

The SMON process will perform a recovery of user A's transaction.

The PMON process will release the locks held by user A's transaction.

The database buffer cache will contain the data blocks that were requested by the killed user process.

Answer:
The PMON process will perform an implied rollback on user A's transaction
The PMON process will release the locks held by user A's transaction.
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When a user process is killed by the DBA, the Process Monitor (PMON) process performs an implied rollback on 
that user's transaction. The PMON process will release all the locks and resources held by the user's session. It 
will also clean up the database buffer cache and remove the data blocks that were requested by the killed user 
process. 

The Recoverer (RECO) process will not perform a recovery of user A's transaction. The RECO process is used in 
the distributed database configuration and will automatically resolve failures related to distributed transactions. 

The System Monitor (SMON) process will not perform a recovery of user A's transaction. The SMON process 
performs instance recovery of the database after an instance crash. 

The database buffer cache will not contain the data blocks that were requested by the killed user process. 

Which statement about the shared SQL or private SQL area of the library cache is TRUE? 

Explanation:
The shared SQL area is stored in the library cache of the shared pool, and is shared among users. The shared 
SQL area contains the SQL statement's parse tree and execution plan. If another session executes the same 
SQL statement, this information about the SQL statement can be used without having to reparse the SQL 
statement. Each time a different SQL statement is executed, a private SQL area is also allocated, but these are 
specific to the session, and each user has a copy. The private SQL area is stored in the PGA in a dedicated 
server environment, and in the library cache in a shared server environment. The private SQL area contains 
information specific to the query, such as query execution information and bind variables. 

Each time a user in a session executes a different SQL statement, a new private SQL area is allocated. You 
should note that a user process can allocate a maximum number of private SQL areas, which is defined by the 
value of the OPEN_CURSORS initialization parameter. 

The option that states the shared SQL area is associated with only one private SQL area is incorrect. The shared 
SQL area can be associated with multiple private SQL areas. A SQL statement might have only one shared SQL 
area, but several users can be issuing the same statement. In that scenario, the shared SQL area would be 
shared, but each user would have an individual private SQL area for the statement.

The option that states the shared SQL area is allocated at instance startup is incorrect. The shared SQL area is 
allocated when a new SQL statement is executed, and Oracle cannot find an existing shared SQL area for the 
statement. 

The option that states only one private SQL area can be allocated at a time is incorrect. Each user may have 
more than one private SQL allocated if executing different SQL statements.

Item: 143 (Ref:Cert-1Z0-062.1.2.2)

The shared SQL area is associated with only one private SQL area.

The shared SQL area is stored in the library cache in the shared pool. 

The shared SQL area is allocated at instance startup. 

Only one private SQL area can be allocated at a time. 

Answer:
The shared SQL area is stored in the library cache in the shared pool. 
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Which of the following components make up an Oracle instance? (Choose all that apply.)

Explanation:
An Oracle instance is comprised of the background processes and the system global area (SGA). The SGA 
contains the shared pool, the large pool, the database buffer cache, the redo log buffer, the fixed SGA, the java 
pool, and the streams pool. 

The definition of an Oracle database instance does not include the PGA memory.

The data files, redo log files, and control files are the files that make up the physical database structures used by 
the database instance. 

An instance does not have anything to do with users who have the SYSDBA privilege.

You want to enable auditing to audit SQL statements issued against certain tables. You want to store the audit 
information in the database, but you also want to capture the actual SQL statement text and bind variables.

To which value should you set the AUDIT_TRAIL initialization parameter?

Item: 144 (Ref:Cert-1Z0-062.1.1.1)

all of the data files, control files, and redo log files

the background processes

the SGA

the PGA

the data files which comprise the SYSTEM tablespace

all the users with the SYSDBA privilege

Answer:
the background processes
the SGA

Implementing Oracle Database Auditing
Item: 81 (Ref:Cert-1Z0-062.10.2.1)

NONE

OS

DB

DB,EXTENDED
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Explanation:
To store audit information in the database and capture the actual SQL statement text and bind variables, you 
should set the AUDIT_TRAIL initialization parameter to DB,EXTENDED. This setting indicates that audit 
information is stored in the database, and populates the SQLTEXT and SQLBIND columns with the actual SQL 
statement text and the bind variables, respectively.

You should not set the AUDIT_TRAIL initialization parameter to NONE. This setting disables standard database 
auditing.

You should not set the AUDIT_TRAIL initialization parameter to OS. This setting captures audit information, but 
the information is stored outside the database in operating system files.

You should not set the AUDIT_TRAIL initialization parameter to DB. This setting captures audit information to the 
database, but does not populate the SQLTEXT and SQLBIND columns with the actual SQL text and the bind 
variables.

Eric is working as a database administrator with Telstar Corporation. He has been granting SYSDBA and SYSOPER
privileges to certain users who must perform certain administrative tasks, such as starting and shutting down the 
database remotely. 

Which file determines the number of users that can be granted the SYSDBA or SYSOPER privilege? 

Explanation:

The password file contains information regarding the number of users who can be granted the SYSDBA or 
SYSOPER privilege. While creating a password file, you can use the ENTRIES clause to specify the number of 
users who can be granted the SYSDBA or SYSOPER privilege. The password file can also be used to authenticate 
users who are trying to access the database remotely. The REMOTE_LOGIN_PASSWORDFILE initialization 
parameter can be set to provide a different authentication mechanism for the database. Setting the parameter to 
NONE specifies that DBAs who need the SYSDBA or SYSOPER privileges should be authenticated by the operating 

Answer:
DB,EXTENDED

Item: 85 (Ref:Cert-1Z0-062.10.1.1)

trace file

control file

alert log file

password file

system datafile

Answer:
password file
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system. Setting the parameter to SHARED specifies that more than one database can use the same password file. 
Using this method, the user can be authenticated on one or more databases that use the same password file. 
Setting the parameter to EXCLUSIVE specifies that this password file is used only to authenticate DBAs who need 
the SYSDBA or SYSOPER privilege for a single database. 

The trace files in an Oracle database are created for every server process and background process. Whenever 
the server or background process encounters an error or is terminated, the information regarding the error is 
written to the respective trace file. The trace file can be used to gather information regarding these server and 
background processes. 

A control file in an Oracle database contains information about the physical structure of the database. The control 
file is required whenever you start the database and must be available throughout the life of the instance. 

The alert log file in an Oracle database contains database-wide information about the errors and other important 
events in the database. The alert log file contains the startup and shutdown times of the database, any non-
default values for the initialization parameters which were used to start the instance, and other important 
information regarding the database. 

There is no specific system datafile in an Oracle database. A file known as the first datafile, also referred to as file 
#1, is the first datafile created in an Oracle database that will eventually make up the SYSTEM tablespace. This file 
has no bearing on the maximum number of users who can be granted the SYSDBA or SYSOPER privilege. 

Examine the parameter settings shown in the following statement:

PASSWORD_LIFE_TIME=180
PASSWORD_GRACE_TIME=5
PASSWORD_LOCK_TIME=1
PASSWORD_VERIFY_FUNCTION=NULL
SEC_PROTOCOL_ERROR_FURTHER_ACTION=DELAY,120
SEC_PROTOCOL_ERROR_TRACE_ACTION=TRACE
SEC_MAX_FAILED_LOGIN_ATTEMPTS=5

Which statement about database security is TRUE? 

Explanation:
Auditing is enabled and stored in AUD$ by default. In Oracle 11g, privileges that are significant for security are 
audited by default. The audit trail information is stored in the AUD$ table of the database by default, but you can 

Item: 120 (Ref:Cert-1Z0-062.10.2.2)

User accounts that make more than five failed login attempts will be locked indefinitely. 

Auditing is enabled and stored in AUD$ by default.

If the password profile is not enabled, a user can attempt an unlimited number of failed login attempts before 
being dropped. 

If bad packets are received from a remote client, a message is written to the alert log file. 

Answer:
Auditing is enabled and stored in AUD$ by default.
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override this using the AUDIT_TRAIL initialization parameter.

User accounts that make more than five failed login attempts will not be locked indefinitely, but rather dropped. In 
this scenario, you specified SEC_MAX_FAILED_LOGIN_ATTEMPTS=5, which indicates that if any user attempts to 
log in with an incorrect password more than five times, their connection will be dropped. 

Even if the password profile is not enabled, a user cannot attempt an unlimited number of failed login attempts 
before being dropped. In this scenario, you specified SEC_MAX_FAILED_LOGIN_ATTEMPTS=5, and this security 
restriction is enforced even if the password profile is not enabled. 

If bad packets are received from a remote client, a message is not written to the alert log file. In this scenario, you 
specified SEC_PROTOCOL_ERROR_TRACE_ACTION=TRACE. This writes messages to a trace file, not the alert log 
file. To write a message to the alert log file, you should set the SEC_PROTOCOL_ERROR_TRACE_ACTION
parameter to LOG.

Which statement is true regarding an Oracle Database 11g installation? 

Explanation:
Neither the ORACLE_HOME nor ORACLE_BASE environment variable must be specified during installation. During 
installation, you are prompted for the ORACLE_BASE environment variable value. If you do not specify it, a default 
value is used and a warning message is written to the alert log file. Oracle recommends that you explicitly set the 
ORACLE_BASE environment variable to be OFA-compliant, and will require you to do so in future releases. The 
ORACLE_BASE environment variable specifies the directory location for the Oracle Flexible Architecture (OFA) 
base. 

The ORACLE_HOME environment variable is not specified during installation. Although this environment variable 
was required in previous releases, in Oracle 11g, its value is derived from the value specified for the 
ORACLE_BASE environment variable.

The ORACLE_BASE environment variable does not have to be explicitly specified during installation because the 
default value will be used. However, Oracle recommends that to be OFA-compliant, you explicitly set this 
environment variable.

The ORACLE_HOME and ORACLE_BASE environment variables do not need to be explicitly specified during 
installation. You are only prompted for the ORACLE_BASE environment variable value, but it has a default value.

Installing Oracle Database Software
Item: 130 (Ref:Cert-1Z0-062.23.1.2)

The ORACLE_HOME environment variable must be explicitly specified during installation.

The ORACLE_BASE environment variable must be explicitly specified during installation.

The ORACLE_HOME and ORACLE_BASE environment variables must be explicitly specified during installation.

Neither the ORACLE_HOME nor ORACLE_BASE environment variable must be specified during installation.

Answer:
Neither the ORACLE_HOME nor ORACLE_BASE environment variable must be 
specified during installation.
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You are using Oracle Universal Installer (OUI) to install Oracle Database 11g on your system. The Select 
Installation Method screen is displayed, and you choose to perform a Basic Installation.

Which statement is true about the settings you specify?

Explanation:
When performing a Basic Installation, the Oracle Home directory you specify should be empty or should not yet 
exist for installation to proceed.

The option that states you can select to use Automatic Storage management if desired is incorrect. You must 
perform an Advanced Installation if you want to use Automatic Storage Management. 

The option that states you must explicitly specify both the Oracle Base directory and Oracle Home directories or 
installation will fail is incorrect. Neither the ORACLE_HOME nor ORACLE_BASE environment variable must be 
specified during installation. During installation, you are prompted for the ORACLE_BASE environment variable 
value. If you do not specify it, a default value is used and a warning message is written to the alert log file. Oracle 
recommends that you explicitly set the ORACLE_BASE environment variable to be OFA-compliant, and will require 
you to do so in future releases. The ORACLE_BASE environment variable specifies the directory location for the 
Oracle Flexible Architecture (OFA) base. The ORACLE_HOME environment variable is not specified during 
installation. Although this environment variable was required in previous releases, in Oracle 11g, its value is 
derived from the value specified for the ORACLE_BASE environment variable.

The option that states you must create a starter database when performing a Basic Installation is incorrect. 
Although you have the option to do so, creating a starter database is not required. 

Examine the following command:

SQL> ALTER DISKGROUP data1 DROP DISK diska5;

Which two statements are true regarding this command?

Item: 131 (Ref:Cert-1Z0-062.23.1.1)

You can select to use Automatic Storage Management if desired. 

You must explicitly specify both the Oracle Base directory and Oracle Home directories or installation will fail.

You should specify an empty or nonexistent Oracle Home directory. 

You must create a starter database when performing a Basic Installation. 

Answer:
You should specify an empty or nonexistent Oracle Home directory. 

Installing Oracle Grid Infrastructure for a Standalone Server
Item: 100 (Ref:Cert-1Z0-062.22.1.4)

A drop disk operation can fail if there is not enough space is available on the other disks.
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Explanation:
When a disk is dropped, the disk group is rebalanced by moving all of the file extents from the dropped disk to 
other disks in the disk group. 

A drop disk operation might fail if not enough space is available on the other disks, since the information on the 
disk which is dropped will need to be written to the remaining disks that are part of that disk group. Also, the 
rebalancing of the deleted data onto the remaining disks could cause those disks to exceed their capacity. 

Examine the command to move the hr1.dbf data file to a different mount point:

SQL> ALTER DATABASE MOVE DATAFILE '/u01/oracle/rdb1/hr1.dbf' 
TO '/u02/oracle/rdb1/hr1.dbf';

Which two statements are true regarding the execution of this command?

Explanation:

The disk group is rebalanced by moving all the file extents from the dropped disk to other disks in the disk 
group. 

The disk will be dropped only if the disk group has redundancy set to external.

The disk will be dropped only if the disk group has redundancy set to normal or high.

The command will fail because the FORCE clause is missing.

Answer:
A drop disk operation can fail if there is not enough space is available on the other disks.
The disk group is rebalanced by moving all the file extents from the dropped disk to other disks 
in the disk group. 

Item: 101 (Ref:Cert-1Z0-062.22.1.2)

The database must be mounted for the operation to succeed.

The first data file listed must be offline.

The first data file listed must be online. 

The database user must have the ALTER DATABASE system privilege.

The data file must be copied to the new location using the appropriate operating system copy command 
before issuing the ALTER DATABASE command.

Answer:
The first data file listed must be online. 
The database user must have the ALTER DATABASE system privilege.
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You can use the ALTER DATABASE MOVE DATAFILE SQL statement to rename or relocate online data files. 
The command in this scenario will move the data file to a different mount point and will not retain a copy of the 
data file in the old mount point. To issue this command, you must have the ALTER DATABASE system privilege. 

The data file you want to move must currently be online. To move a data file that is offline, you must first bring the 
file online. 

The database does not need to be mounted for this command to succeed. The database should be OPEN. This 
statement enables you to move a data file while the database is open and users are accessing the data file. 

The data file does not need to be copied to the new location using the appropriate operating system copy 
command before you issue this ALTER DATABASE command. This command is considered a command that 
makes a structural change to the database, and consequently the new file location will be stored in the control 
files.

Which three statements are true regarding Automatic Storage Management (ASM)?

Explanation:
Automatic Storage Management (ASM) was introduced in Oracle Database 10g. In Oracle Database 12c, it has 
been enhanced to provide automatic load balancing across all of the ASM disks. This automatic load balancing 
eliminates hot spots on the ASM disks.

ASM in 12g also provides mirroring at the allocation unit level within a file. 

Oracle ASM files can coexist with other storage management options, such as third-party file systems. It can also 
coexist with raw devices. This capability simplifies the integration of Oracle ASM into pre-existing environments. 

ASM does not ensure that an extent does not spread across ASM disk groups.

ASM does not provide fault tolerance against the logical corruption of data.

The Oracle ASM normal and high redundancy disk groups enable two-way and three-way mirroring, respectively. 
You can use external redundancy to enable a Redundant Array of Independent Disks (RAID) storage subsystem 
to perform the mirroring protection function.

Item: 102 (Ref:Cert-1Z0-062.22.1.1)

It provides automatic load balancing across all of the ASM disks.

It provides mirroring at the allocation unit level within a file.

It divides files into extents and ensures that an extent does not spread across ASM disk groups.

It can coexist with third-party files systems.

It cannot coexist in an environment with raw devices.

It provides fault tolerance against the logical corruption of data.

Answer:
It provides automatic load balancing across all of the ASM disks.
It provides mirroring at the allocation unit level within a file.
It can coexist with third-party files systems.
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The ASM instance is started using an SPFILE. You execute the following command:

SQL> ALTER SYSTEM SET ASM_DISKGROUPS = DATA, FRA;

You start the ASM instance before you start the database.

Which statement is true regarding the disk groups DATA and FRA? 

Explanation:
The ALTER SYSTEM SET ASM_DISKGROUPS command will add the two specified disk groups to be managed as 
part of the ASM instance.

The ASM_DISKGROUPS parameter is dynamic. If you are using a server parameter file (SPFILE), then you do not 
have to manually alter the value of ASM_DISKGROUPS. 

When you are using a text initialization parameter file (PFILE), you may edit the init.ora initialization 
parameter file to add the name of any disk group so that it is mounted automatically at instance startup.

The users of the database in your company are complaining that they are not able to access the data in the 
master table of the database, and their queries seem to be waiting for a response. Upon investigation, you 
discover that the table has been locked exclusively by the user JOHN. 

You query the DBA_LOCK view and see that JOHN's session has a value of Blocking for the 
BLOCKING_OTHERS column.

What should you do to make the data available to the other users? 

Item: 132 (Ref:Cert-1Z0-062.22.1.3)

They must be mounted before you can execute the ALTER command.

They will be automatically mounted after the ALTER SYSTEM command is executed.

They will be automatically mounted at the next startup of the ASM instance. 

They must be explicitly mounted by executing the ALTER DISKGROUP command.

Answer:
They will be automatically mounted at the next startup of the ASM instance. 

Managing Data Concurrency
Item: 17 (Ref:Cert-1Z0-062.9.1.4)

Use the ALTER USER statement to time out JOHN's session.

Use the ALTER SESSION KILL statement to kill JOHN's session.
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Explanation:
To release the locks held by the user JOHN, you should kill the session by using the ALTER SYSTEM KILL 
SESSION statement. Killing the session rolls back the user's transactions and releases all the locks held by the 
user. This will make the data available to the other users. You can use the DBA_LOCKS view or the Blocking 
Sessions page in Enterprise Manager to determine sessions that are blocking other sessions. The Blocking 
Sessions page displays the session holding the lock that is blocking other sessions, followed by details of the 
sessions being blocked. Using one of these methods, you can identify the Session ID (SID) and Serial Number of 
the session, and then use the ALTER SYSTEM KILL SESSION statement or the Kill Session button to kill the 
session. 

The option to use the ALTER USER statement to time out JOHN's session is incorrect because the session cannot 
be timed out using the ALTER USER statement. A user's session is timed out when the user exceeds the time for 
which he can remain connected to the database. The time for which a user can remain connected to the database 
is specified by the CONNECT_TIME parameter specified in the user's profile. 

The option to use the ALTER SESSION KILL statement to kill JOHN's session is incorrect because the KILL
clause is not valid with the ALTER SESSION statement. The ALTER SESSION KILL statement will generate an 
error. The ALTER SESSION statement changes the configuration settings for a particular user session. 

The option to use the ALTER SESSION statement to release the locks held by JOHN is incorrect. The locks held 
by the user are released only when the user issues a ROLLBACK or COMMIT, the user's session is ended, or you 
kill the user session using the ALTER SYSTEM KILL SESSION statement. 

You are a DBA in a company. A user of your company's database, KATE, issues the following statements in her 
session: 

SQL> UPDATE emp SET salary=5000 WHERE employee_id=5647; 

SQL> DELETE FROM emp WHERE employee_id=6785; 

Which two transactions are permitted for the user AMY on the emp table, provided the user KATE has not 
committed her transactions? (Choose two.) 

Use the ALTER SESSION statement to release the locks held by JOHN.

Use the ALTER SYSTEM KILL SESSION statement to kill JOHN's session.

Answer:
Use the ALTER SYSTEM KILL SESSION statement to kill JOHN's session.

Item: 20 (Ref:Cert-1Z0-062.9.2.1)

AMY can execute a full table scan on the emp table.

AMY can delete the row corresponding to employee_id 5647.

AMY can drop the emp table if she has the DROP ANY TABLE privilege.

AMY can create a B-tree index on the department_id column of the emp table.

AMY can only query the information in the rows of the emp table until KATE commits her transactions.
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Explanation:
AMY can execute a full table scan on the emp table, and AMY can modify the information in all the rows except the 
rows corresponding to employee_ids 5647 and 6785. In this scenario, the user KATE issues statements to 
update and delete rows corresponding to employee_ids 5647 and 6785, respectively. This results in a ROW 
EXCLUSIVE lock on the two rows. This lock allows the other users to query the data in the table. However, this 
lock prohibits the modification of the locked rows until the locks are released. As a result, AMY can execute a full 
table scan on the emp table and can modify all the rows except the rows locked by KATE's transactions. 

AMY cannot delete the row corresponding to employee_id 5647 because the row is exclusively locked by KATE. 
Therefore, no other transactions can modify this row until the lock held by KATE is released. 

AMY cannot drop the emp table even if she has the DROP ANY TABLE privilege because the UPDATE statement is 
a DML statement. Each DML statement acquires a share table level lock for the table being modified. The share 
table level lock prevents the table from being dropped until the lock is released. 

AMY cannot create a B-tree index on the department_id column of the emp table. The UPDATE statement 
issued by KATE is a DML statement. Each DML statement acquires a ROW EXCLUSIVE lock for the rows being 
updated. This lock prohibits the creation of an index on the table containing the locked rows. 

The option that states that AMY can only query the information in the rows of the emp table until KATE commits her 
transactions is incorrect because AMY can perform other functions in addition to querying. AMY can modify or 
delete information in all the rows except the rows that KATE currently has locked, namely the rows corresponding 
to employee_ids 5647 and 6785. 

AMY cannot modify the row corresponding to employee_id 6785 for all the columns except the salary column. 
In this scenario, the entire row is locked by KATE, and no updates to the any of the columns can be performed 
until the locks held by KATE are released. 

Examine the statements simultaneously issued by two users, User A and User B:

User A:

SQL> UPDATE PROD SET PROD_NAME='RT001' WHERE PROD_ID=1001;
SQL> UPDATE PROD SET PROD_NAME='RT001' WHERE PROD_ID=2009;

User B:

AMY can modify the row corresponding to employee_id 6785 for all the columns except the salary
column.

AMY can modify information in all the rows except the rows corresponding to employee_ids 5647 and 6785.

Answer:
AMY can execute a full table scan on the emp table.
AMY can modify information in all the rows except the rows corresponding to 
employee_ids 5647 and 6785.

Item: 21 (Ref:Cert-1Z0-062.9.2.2)
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SQL> UPDATE PROD SET PROD_RATE=67980 WHERE PROD_ID=2009;
SQL> UPDATE PROD SET PROD_RATE=67980 WHERE PROD_ID=1001;
Which statement about these two transactions is true?

Explanation:
In this scenario, the Oracle server automatically resolves the deadlock and rolls back the statement that detects 
the deadlock. The deadlock arises because the two user processes are waiting for the data that has been locked 
by each other. The Oracle server automatically resolves such deadlocks, and enables the user processes to 
proceed further by rolling back the statement that detects the deadlock. 

The transactions of users A and B do not roll back because a deadlock occurs in the two transactions. Oracle rolls 
back only the statement that detects the deadlock. 

The Oracle server automatically resolves the deadlock, but does not roll back the transaction that detects the 
deadlock. Only the statement that detects the deadlock is rolled back. The entire transaction is not rolled back. 

Tthe DBA does not need to kill one of the user sessions to release the locks held by the user so that the other 
user session can proceed. The Oracle server resolves a deadlock automatically.

You issue the following statement to modify the employee_id column in the employees table of your 
database: 

SQL> SELECT * FROM employees WHERE employee_id > 2536 FOR UPDATE;

The user ADAM is accessing the employees table. He issues the following statement to update a column of the 
employees table: 

SQL> UPDATE employees SET salary=5300 WHERE employee_id=2600;

What is the result of the statement issued by the user ADAM? 

The transactions of users A and B roll back because a deadlock occurs in the two transactions.

The Oracle server automatically resolves the deadlock and rolls back the statement that detects the 
deadlock.
The Oracle server automatically resolves the deadlock and rolls back the transaction that detects the 
deadlock.
The DBA must kill one of the user sessions to release the locks held by that user and allow the other user 
session to proceed.

Answer:
The Oracle server automatically resolves the deadlock and rolls back the statement that detects 
the deadlock.

Item: 55 (Ref:Cert-1Z0-062.9.1.3)

The statement causes ADAM's user session to terminate.

The statement causes ADAM's session to stop responding.

The statement causes ADAM's transaction to roll back.

The statement returns an error stating that the resource is busy.
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Explanation:
The UPDATE employees SET salary=5300 WHERE employee_id=2600; statement issued by the user 
ADAM causes ADAM's session to stop responding. The reason for this is that the row that ADAM is trying to update 
is locked by the SELECT FOR UPDATE statement that you issued. The SELECT FOR UPDATE statement places 
an EXCLUSIVE lock on the affected rows, which does not allow write operations on the selected rows until the 
lock is released. Any session trying to access the locked data for write operations will not respond until the lock is 
released. The session will stop responding while waiting for the locks to be released. 

The statement does not cause ADAM's session to terminate. The session terminates if the DBA issues an 
ALTER SYSTEM KILL SESSION statement. 

The statement does not cause ADAM's transaction to roll back. A user's transaction is rolled back only when a 
deadlock arises between the transactions of different users, the user issues a ROLLBACK to roll back the 
transaction, or the user disconnects abruptly. 

The statement does not return an error stating that the resource is busy. Such an error is generated when the 
NOWAIT option is specified in a LOCK TABLE statement. The NOWAIT clause of the 

The user KAREN issues the following statement in her session: 

SQL> SELECT * FROM master WHERE mast_id=896 FOR UPDATE; 

After running this statement, which two locks are placed on the MASTER table and its rows? (Choose two.) 

Explanation:
The SELECT FOR UPDATE statement places a ROW SHARE (RS) table lock on the table being updated and a 

The statement updates the salary column for employee_id 2600 to 5300.

Answer:
The statement causes ADAM's session to stop responding.

Item: 73 (Ref:Cert-1Z0-062.9.1.1)

an EXCLUSIVE lock on the table

a ROW SHARE table lock on the table

a ROW EXCLUSIVE lock on the row being updated

a ROW EXCLUSIVE lock on all the rows in the table

a ROW EXCLUSIVE table lock on the table being updated

Answer:
a ROW SHARE table lock on the table
a ROW EXCLUSIVE lock on the row being updated
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ROW EXCLUSIVE (RX) lock on the rows being updated. A ROW SHARE (RS) lock indicates that a transaction has 
locked rows in a table and intends to update them. This lock is placed on a table when a user issues the SELECT 
FOR UPDATE statement or the LOCK TABLE...IN ROW SHARE MODE statement. 

An EXCLUSIVE lock is not placed on the table. This lock is held only when the table is locked in the EXCLUSIVE
mode. 

A ROW EXCLUSIVE lock is not placed on all the rows in the table. This lock is held only when all the rows in the 
table have been locked for modification. 

A ROW EXCLUSIVE table lock is not placed on the table being updated. This lock is held on the table being 
updated by using the INSERT, UPDATE, and DELETE statements. 

The user WENDY is required to modify the emp table. Therefore, she places a share mode lock on the table using 
the following statement: 

SQL> LOCK TABLE emp IN SHARE MODE NOWAIT;

What is the result of running this statement? 

Explanation:
With the given statement, the user session receives an error, and the control returns to the user session if the emp
table is already locked by another session. The NOWAIT option, available with the statements that lock a table, 
instructs the user session not to wait to place a lock if the specified table is already locked by another session. If a 
lock is already held, the following error message is returned and control immediately returns to the user session: 

ORA-00054: resource busy and acquire with NOWAIT specified

The user session does not stop responding if the emp table is already locked by another user session. The 
session will stop responding if the NOWAIT clause is not specified in the SQL statement. In this scenario, the 
session will wait to acquire the lock.

The user session does not immediately place the lock on the emp table even if other locks are held on the table. 
The user session cannot place the lock on the table until the other locks on the table are released. 

The user session does not wait for 300 seconds before placing the lock if any other lock is held on the emp table. 
The session would wait for 300 seconds if the WAIT 300 clausewere specified in the SQL statement instead of 

Item: 79 (Ref:Cert-1Z0-062.9.1.2)

The user session stops responding if the emp table is already locked by another user session.

The user session places the lock on the emp table immediately even if other locks are held on the table.

The user session waits for 300 seconds before placing the lock if any other lock is held on the emp table.

The user session receives an error and the control returns to the user session if the emp table is already 
locked by another session.

Answer:
The user session receives an error and the control returns to the user session if the emp table 
is already locked by another session.
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the NOWAIT clause.

Which characteristic relates to a tablespace?

Explanation:
Data in an Oracle database is stored in tablespaces. A tablespace is a logical object used to group data into 
smaller areas. A tablespace can only belong to one database at a time. A tablespace consists of one or more 
datafiles, and each datafile can be on a separate disk.

A tablespace can be switched between read-write and read-only status. When a tablespace is read-only, it is only 
available for read operations. While the database is running, tablespaces can be brought online. Except for the 
SYSTEM tablespace or a tablespace with an active undo segment, a tablespace can be taken offline while the 
database is running. A datafile can only belong to one tablespace, but a tablespace can consist of one or more 
operating system files known as datafiles.

You are working on your production database. The database resides on a Windows Server machine. The USERS
tablespace of your database is running out of space. The USERS tablespace contains the 
D:\DATA\USERS01.DBF datafile of size 10 MB. 

Which two statements will add more space to the datafile of the USERS tablespace? (Choose two.) 

Managing Database Storage Structures
Item: 52 (Ref:Cert-1Z0-062.5.1.1)

It always has read-write status

It consists of only one operating system file

It can only be brought online while the database is shut down

It can consist of multiple datafiles, each on a separate disk

Answer:
It can consist of multiple datafiles, each on a separate disk

Item: 62 (Ref:Cert-1Z0-062.5.2.3)

ALTER DATABASE DATAFILE 'D:\DATA\USERS01.DBF' RESIZE 20M;
ALTER DATABASE DATAFILE 'D:\DATA\USERS01.DBF' AUTOEXTEND ON;
ALTER TABLESPACE USERS DATAFILE 'D:\DATA\USERS01.DBF' RESIZE 20M;
ALTER TABLESPACE USERS ADD DATAFILE 'D:\DATA\USERS.DBF' SIZE 10M;
ALTER TABLESPACE USERS DATAFILE 'D:\DATA\USERS01.DBF' AUTOEXTEND ON;
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Explanation:
To add more space to the datafiles of a tablespace, you can either resize the datafile by using the ALTER 
DATABASE DATAFILE 'D:\DATA\USERS01.DBF' RESIZE 20M; statement or enable the autoextensible 
feature by using the ALTER DATABASE DATAFILE 'D:\DATA\USERS01.DBF' AUTOEXTEND ON; statement. 
The datafile can be resized to increase or decrease the size of the datafile. In the given scenario, the statement 
with the RESIZE option will increase the size of the datafile. The autoextensible feature of the datafile 
automatically enables the file size to increase after the file reaches the size it was assigned. 

The options that use the ALTER TABLESPACE statement with the RESIZE option or the AUTOEXTEND option are 
incorrect because you cannot use the ALTER TABLESPACE statement to modify the size of the datafiles of the 
tablespace. You must use the ALTER DATABASE statement. 

The option that adds a datafile to the tablespace by using the ALTER TABLESPACE USERS ADD DATAFILE 
'D:\DATA\USERS.DBF' SIZE 10M; statement is incorrect because this statement adds a datafile to the 
tablespace and not more space to the existing datafile, USERS01.DBF, as required in this scenario.

Examine the details of the PROD database: 

SYSTEM - Dictionary managed system tablespace 
SYSAUX - Locally managed tablespace auxiliary to the SYSTEM tablespace 
UNDO - Locally managed default undo tablespace 
TEMP1 - Temporary tablespace 
DATA1 - Default permanent tablespace 
USERS - Locally managed tablespace to store user data 
IND1 - Locally managed tablespace to store index data 

You create a user named ADAM using the following statement: 

SQL> CREATE USER ADAM IDENTIFIED BY PASSWORD;

Which two statements are true in the given scenario? (Choose two.) 

Answer:
ALTER DATABASE DATAFILE 'D:\DATA\USERS01.DBF' RESIZE 20M;
ALTER DATABASE DATAFILE 'D:\DATA\USERS01.DBF' AUTOEXTEND ON;

Item: 72 (Ref:Cert-1Z0-062.5.2.1)
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Explanation:

In this scenario, tables created by ADAM will be stored in the DATA1 tablespace, and sort data generated by 
ADAM's transactions will be stored in the SYSTEM tablespace. The PROD database contains a default permanent 
tablespace DATA1, but does not contain a default temporary tablespace. When you create a user without 
assigning him or her a permanent and temporary tablespace, the tables created by the user will be stored in the 
default permanent tablespace for the database, and the sort data generated by the user's transactions will be 
stored in the default temporary tablespace of the database. If no default permanent tablespace is specified for the 
database, then the user's objects are stored in the SYSTEM tablespace, and if no default temporary tablespace is 
specified for the database, the user's sort data is stored in the SYSTEM tablespace. In this scenario, there is no 
default temporary tablespace in the database, so the sort data generated by ADAM's transactions will be stored in 
the SYSTEM tablespace. To avoid this, you can create a default temporary tablespace in the database or explicitly 
assign ADAM a temporary tablespace in the CREATE USER statement. In this scenario, a default permanent 
tablespace has been defined for the database, DATA1, so objects that ADAM creates will be stored in the DATA1
tablespace. The space required on disk to perform sort activities will be allocated from the files comprising the 
SYSTEM tablespace.

Tables created by ADAM will not be stored in the USERS tablespace because ADAM has not been granted any 
privileges on the tablespace and the USERS tablespace was not specified in the CREATE USER statement. The 
objects created by ADAM will be stored in the USERS tablespace when ADAM specifies the tablespace name during 
object creation and he has been granted the required privileges on the USERS tablespace. He will also need quota 
on the tablespace in order to insert rows through extent allocation.

Tables created by ADAM will not be stored in the SYSTEM tablespace because a default permanent tablespace, 
DATA1, exists for the database. A table created by ADAM will be stored in the SYSTEM tablespace when no default 
permanent tablespace exists for the database and ADAM does not explicitly specify any other tablespace name 
when creating the table. 

Sort data generated by ADAM's transactions will not be stored in the IND1 tablespace. This sort data will be stored 
in the SYSTEM tablespace because no default temporary tablespace exists in the database. The IND1 tablespace 
is created to store the index data. 

Sort data generated by ADAM's transactions will not be stored in the TEMP1 tablespace because the TEMP1
tablespace has not been assigned to ADAM as his temporary tablespace and the TEMP1 tablespace is not the 
default temporary tablespace for the database. Therefore, the sort data generated by ADAM's transactions will be 
stored in the SYSTEM tablespace.

Tables created by ADAM will be stored in the DATA1 tablespace.

Tables created by ADAM will be stored in the USERS tablespace.

Tables created by ADAM will be stored in the SYSTEM tablespace.

Sort data generated by ADAM's transactions will be stored in the IND1 tablespace.

Sort data generated by ADAM's transactions will be stored in the TEMP1 tablespace.

Sort data generated by ADAM's transactions will be stored in the SYSTEM tablespace.

Answer:
Tables created by ADAM will be stored in the DATA1 tablespace.
Sort data generated by ADAM's transactions will be stored in the SYSTEM tablespace.
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Your junior DBA has placed a tablespace in your database offline by using the following statement: 

SQL> ALTER TABLESPACE TS2 OFFLINE TEMPORARY;

Which two statements reflect results of altering the status of the tablespace by using this statement? (Choose 
two.)

Explanation:
If the tablespace is placed offline using the OFFLINE TEMPORARY option of the ALTER TABLESPACE statement, 
the statement will force a checkpoint on all the online datafiles in the tablespace. Also, the tablespace can be 
brought online the next time without performing a recovery on it. 

When a tablespace is placed offline using the OFFLINE TEMPORARY option of the ALTER TABLESPACE
statement, the tablespace is taken offline even if there are error conditions for one or more datafiles in the 
tablespace. If no datafiles in the tablespace are offline, the tablespace can be brought online without performing a 
recovery on it. If there are certain offline datafiles when the tablespace is taken offline using the TEMPORARY
clause, you must perform a recovery on the datafiles before the tablespace can be brought online. 

The option that states that the tablespace cannot be brought online without a recovery is incorrect because the 
tablespace can be brought online without a recovery on it. If the tablespace is taken offline by using the OFFLINE 
IMMEDIATE option, it cannot be brought online without performing a recovery on it. When the tablespace is taken 
offline using the OFFLINE IMMEDIATE option, the statement does not force a checkpoint on the datafiles of the 
tablespace. Therefore, whenever the tablespace is brought online after taking it offline using the OFFLINE 
IMMEDIATE option, you must perform a media recovery on the datafiles of the tablespace to bring the tablespace 
online. 

The option that states that the statement will generate an error if some files in the tablespace are read-only is 
incorrect because the statement will not generate an error and will execute successfully even if some files in the 
tablespace are read-only. 

The option that states that all the datafiles in the tablespace need a recovery before the tablespace can be 
brought online is incorrect because only the offline datafiles in the tablespace may need a recovery. All the other 
datafiles can be opened without a recovery performed on them.

Item: 86 (Ref:Cert-1Z0-062.5.2.2)

The statement will force a checkpoint to be performed in the database.

The tablespace cannot be brought online without performing recovery on it.

The statement will generate an error if some files in the tablespace are read-only.

The tablespace can be brought online the next time without performing a recovery on it.

All the datafiles in the tablespace need a recovery before the tablespace can be brought online.

Answer:
The statement will force a checkpoint to be performed in the database.
The tablespace can be brought online the next time without performing a recovery on it.
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Which statement about Automatic Memory Management with Oracle 12c is true? 

Explanation:
When using Automatic Memory Management with Oracle 12c, Oracle can reallocate memory between the SGA 
and PGA automatically as needed. Using Automatic Memory Management can reduce the chances being unable 
to allocate memory to SGA and PGA memory structures. You can enable Automatic Memory Management by 
setting the MEMORY_TARGET initialization parameter or using Enterprise Manager.

The option that states you cannot specify MEMORY_TARGET if you explicitly specify SGA_TARGET or 
PGA_AGGREGATE_TARGET values greater than zero in your parameter file is incorrect. If you explicitly set 
SGA_TARGET and PGA_AGGREGATE_TARGET, the MEMORY_TARGET value will default to the sum of the two. 
However, the MEMORY_TARGET value can be increased up to the value of MEMORY_MAX_TARGET.

The option that states you must explicitly set both the MEMORY_TARGET and MEMORY_MAX_TARGET parameters in 
your parameter file to use Automatic Memory Management is incorrect. You only need to set MEMORY_TARGET. If 
you specify a nonzero value for MEMORY_TARGET and do not set MEMORY_MAX_TARGET, MEMORY_MAX_TARGET
will be set to the same value as MEMORY_TARGET by default.

The option that states you can set the MEMORY_TARGET parameter to a maximum value equal to the sum of the 
current SGA size plus the current PGA size is incorrect. You can increase MEMORY_TARGET up to the value of 
MEMORY_MAX_TARGET. 

Which statement about using Memory Advisors is true?

Managing Performance
Item: 5 (Ref:Cert-1Z0-062.17.1.2)

You cannot specify MEMORY_TARGET if you explicitly specify SGA_TARGET or PGA_AGGREGATE_TARGET
values greater than zero in your parameter file.

Oracle can reallocate memory between the SGA and PGA automatically as needed.

To use Automatic Memory Management, you must explicitly set both the MEMORY_TARGET and 
MEMORY_MAX_TARGET parameters in your parameter file.
You can set the MEMORY_TARGET parameter to a maximum value equal to the sum of the current SGA size 
plus the current PGA size.

Answer:
Oracle can reallocate memory between the SGA and PGA automatically as needed.

Item: 46 (Ref:Cert-1Z0-062.17.2.1)

If Automatic Memory Management is disabled and Automatic Shared Memory Management is enabled, you 
cannot get sizing advice for the target sizes of the SGA and PGA.
Component-level memory advisors are only available if Automatic Memory Management and Automatic 
Shared Memory Management are disabled.

Component-level memory advisors are only available if Automatic Memory Management and Automatic 
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Explanation:
Component-level memory advisors are only available if Automatic Memory Management (AMM) and Automatic 
Shared Memory Management (ASMM) are disabled. Oracle Database provides Memory Advisors that help in 
sizing total memory, the SGA and PGA, and memory components within the SGA, such as the shared pool and 
buffer cache. Your current method of memory management determines which advisors are available. The 
component-level memory advisors, which include the Buffer Cache Advisor and the Shared Pool Advisor, are only 
available when both AMM and ASMM are disabled. 

The option that states if Automatic Memory Management is disabled and Automatic Shared Memory Management 
is enabled, you cannot get sizing advice for the target sizes of the SGA and PGA, is incorrect. In this scenario, 
you can get both types of sizing advice because the SGA Advisor and PGA Advisor are available.

The option that states component-level memory advisors are only available if Automatic Memory Management 
and Automatic Shared Memory Management are enabled is incorrect. They are only available if both are disabled.

The option that states you can only get sizing advice for memory components if Automatic Memory Management 
is disabled is incorrect. If AMM is enabled, the Memory Advisor is available, which gives recommendations for the 
total memory target for the database instance.

In which scenario will the Memory Advisor prove to be helpful?

Explanation:
The Memory Advisor might prove helpful if SQL statements are running slowly and you suspect lack of space in 
library cache to be the cause. The Memory Advisor is used to size the memory-related components in Oracle 
architecture. It can be used to size the database buffer cache, shared pool, program global area, and other 
memory components. In the given scenario, you suspect that the library cache located in the shared pool must be 

Shared Memory Management are enabled.

You can only get sizing advice for memory components if Automatic Memory Management is disabled. 

Answer:
Component-level memory advisors are only available if Automatic Memory Management and 
Automatic Shared Memory Management are disabled.

Item: 65 (Ref:Cert-1Z0-062.17.2.2)

If lock contention issues arise frequently in your database. 

If the undo tablespace needs to be sized for large transactions. 

If SQL statements must be tuned and the related initialization parameters changed for optimal performance. 

If SQL statements are running slowly, and you suspect lack of space in library cache to be the cause.

Answer:
If SQL statements are running slowly, and you suspect lack of space in library cache to be the 
cause.
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resized. You can get advice on tuning the shared pool using the Memory Advisor. You should note that when 
automatic memory management is enabled, you cannot use the Memory Advisor to get advice on automatically 
tuned memory components. 

The Memory Advisor cannot be used to address problems relating to lock contention. Lock contention is handled 
by using a less restrictive locking mechanism. Automatic Database Diagnostic Monitor (ADDM) can be used to 
gather information on the lock contention arising in a database. 

The Memory Advisor cannot be used to gather information to size the undo tablespace for large transactions. The 
Undo Advisor must be used to gather information if the undo tablespace needs to be sized for the large 
transactions. 

The Memory Advisor cannot be used to gather information to modify parameters related to poorly performing SQL 
statements. The SQL Tuning Advisor and SQL Access Advisor should be used if the SQL statements need to be 
tuned. The related initialization parameters must also be changed to ensure optimal performance. 

Which statements about the MEMORY_TARGET initialization parameter are true? (Choose all that apply.) 

Explanation:
The following statements about the MEMORY_TARGET initialization parameter are true: 

 MEMORY_TARGET can be increased up to the value of MEMORY_MAX_TARGET if MEMORY_MAX_TARGET is 
set to a value greater than zero. 

 MEMORY_MAX_TARGET defaults to a value of zero if MEMORY_TARGET is not set. 
 MEMORY_TARGET represents the total amount of memory that can be allocated to SGA and PGA memory 

structures. 

Oracle 11 g has two new Automatic Memory Management initialization parameters, namely MEMORY_TARGET 
and MEMORY_MAX_TARGET . MEMORY_TARGET represents the total amount of memory that can be allocated to 
SGA and PGA memory structures. If the SGA_TARGET a nd PGA_AGGREGATE_TARGET parameters are 
specified, MEMORY_TARGET should be no less than the sum of the two. If not explicitly specified, 

Item: 111 (Ref:Cert-1Z0-062.17.1.1)

MEMORY_TARGET can be increased up to the value of MEMORY_MAX_TARGET if MEMORY_MAX_TARGET is set 
to a value greater than zero.

MEMORY_MAX_TARGET defaults to a value of zero if MEMORY_TARGET is not set.

MEMORY_TARGET represents the total amount of memory that can be allocated to SGA and PGA memory 
structures.

MEMORY_TARGET is static and cannot be modified without shutting down the instance.

Answer:
MEMORY_TARGET can be increased up to the value of MEMORY_MAX_TARGET if 
MEMORY_MAX_TARGET is set to a value greater than zero.
MEMORY_MAX_TARGET defaults to a value of zero if MEMORY_TARGET is not set.
MEMORY_TARGET represents the total amount of memory that can be allocated to 
SGA and PGA memory structures.
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MEMORY_TARGET defaults to 0. 

The MEMORY_MAX_TARGET parameter represents the largest possible value to which MEMORY_TARGET can be 
set. The MEMORY_MAX_TARGET parameter can be manually set, or it will be derived. If you specify a nonzero 
value for MEMORY_TARGET and do not set MEMORY_MAX_TARGET , then by default MEMORY_MAX_TARGET will 
be set to the same value as MEMORY_TARGET . MEMORY_MAX_TARGET is set to 0 if MEMORY_TARGET is not set 
or is explicitly set to 0. 

The option that states MEMORY_TARGET is static and cannot be modified without shutting down the instance is 
incorrect because MEMORY_TARGET is a dynamic parameter that can be modified without shutting down the 
instance. 

Examine the following init.ora values set in your parameter file:

MEMORY_MAX_TARGET=0
MEMORY_TARGET=600M
PGA_AGGREGATE_TARGET=120M
SGA_TARGET=320M

You restart the instance. To what value will the MEMORY_MAX_TARGET parameter be set by default? 

Explanation:
The MEMORY_MAX_TARGET parameter will be set to 600M by default. Oracle 11g has two new Automatic Memory 
Management initialization parameters, namely MEMORY_TARGET and MEMORY_MAX_TARGET. MEMORY_TARGET
represents the total amount of memory that can be allocated to SGA and PGA memory structures. If the 
SGA_TARGET and PGA_AGGREGATE_TARGET parameters are specified and MEMORY_TARGET is set to a value 
greater than zero, they represent the minimum sizes of the SGA and PGA. MEMORY_TARGET should not be less 
than the sum of the values of SGA_TARGET and PGA_AGGREGATE_TARGET. If not explicitly specified, 
MEMORY_TARGET defaults to 0.

The MEMORY_MAX_TARGET parameter represents the largest possible value to which MEMORY_TARGET can be 
set. The MEMORY_MAX_TARGET parameter can be manually set, or it will be derived. If you specify a nonzero 
value for MEMORY_TARGET and do not set MEMORY_MAX_TARGET, then by default MEMORY_MAX_TARGET will be 
set to the same value as MEMORY_TARGET, which is 600M in this scenario. MEMORY_MAX_TARGET is set to 0 if 
MEMORY_TARGET is not set or is explicitly set to 0. 

All of the other options are incorrect because if MEMORY_TARGET is set to a nonzero value and 
MEMORY_MAX_TARGET is not set, MEMORY_MAX_TARGET defaults to the same value as MEMORY_TARGET, which 
in this scenario is 600M. 

Item: 113 (Ref:Cert-1Z0-062.17.1.3)

120M

320M

480M

600M

Answer:
600M
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Which tuning tool recommends how to optimize materialized views so that these views can take advantage of the 
general query rewrite feature? 

Explanation:
SQL Access Advisor recommends how to optimize materialized views so that these views can take advantage of 
the general query rewrite feature. To achieve optimum performance for complex, data-intensive queries, you need 
to use materialized views and indexes. The SQL Access Advisor helps you achieve your performance goals by 
recommending the proper set of materialized views, materialized view logs, and indexes for a given workload. 

ADDM does not recommend how to optimize materialized views. ADDM recommendations are based on the 
following: 

 Hardware changes: Adding of CPUs or changing the I/O subsystem configuration.
 Database configuration: Changing initialization parameter settings
 Schema changes: Hash partitioning of a table or index
 Application changes: Using the cache option for sequences or using bind variables
 Using other advisors: Running the SQL Tuning Advisor on high load SQL or running the Segment Advisor 

on hot objects

The Undo Advisor does not recommend how to optimize materialized views. The Undo Advisor helps you to 
estimate the space that you would need to store undo information. 

Segment Advisor does not recommend how to optimize materialized views. Segment Advisor helps to determine 
whether an object has space available for reclamation. 

You want to capture statistics for a table as pending statistics, and test the new statistics. If testing goes well, then 
you want to publish these pending statistics.

You execute this statement:

Managing Performance: SQL Tuning
Item: 35 (Ref:Cert-1Z0-062.18.3.1)

ADDM

Undo Advisor

Segment Advisor 

SQL Access Advisor

Answer:
SQL Access Advisor

Item: 71 (Ref:Cert-1Z0-062.18.1.2)
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SQL> ALTER SESSION SET OPTIMIZER_USE_PENDING_STATISTICS = FALSE;

To complete the task, you need to perform the following steps:

1. Gather the statistics using the GATHER_TABLE_STATS procedure. 
2. Execute the PUBLISH_PENDING_STATS procedure. 
3. Set PUBLISH option to FALSE using the SET_TABLE_PREFS procedure. 
4. Test the statistics captured. 
5. Set OPTIMIZER_USE_PENDING_STATISTICS to TRUE using an ALTER SESSION statement. 
6. Lock the statistics. 
7. Set the STALE_PERCENT for the statistics. 

In which order should you perform these steps? 

Explanation:
You should perform the steps in the following order: 

3, 1, 5, 4, 2 (6 and 7 are not required) 

In this scenario, you want to capture statistics as pending statistics, rather than current statistics, test them, and 
publish them later. You first set the PUBLISH option to FALSE using the SET_TABLE_PREFS procedure. Setting 
this option to FALSE causes the subsequent statistics captured on the specified table to be captured as pending 
statistics and not automatically published. Then, you gather the statistics using the GATHER_TABLE_STATS
procedure, and the statistics are stored in the data dictionary, but are not recognized by the optimizer because 
you previously set OPTIMIZER_USE_PENDING_STATISTICS to FALSE. 

With the statistics collected, you are ready to test them. However, you should first set 
OPTIMIZER_USE_PENDING_STATISTICS to TRUE so the optimizer will use them during testing. Next, you can 
test your statistics by executing the necessary workload, and the optimizer will use these pending statistics. After 
your testing is successful, you can manually publish these statistics as current by executing the 
PUBLISH_PENDING_STATS procedure. 

All of the other options are incorrect because the steps are not in the correct order to successfully complete this 
task, or because they include steps that are not required. 

Step 6 is not required because there is no need to lock the statistics. You can lock statistics if you do not want 
those statistics to be overwritten with subsequent statistics collection. You can lock statistics using the 
LOCK_SCHEMA_STATS and LOCK_TABLE_STATS procedures of the DBMS_STATS package. 

Step 7 is not required because there is no need to set the STALE_PERCENT for the statistics. You use this setting 
to specify the percentage of rows in a table that must change before the statistics are considered stale and re-
gathered. 

1, 3, 5, 4, 2, 6 (7 is not required)

1, 4, 6, 3, 2, 5 (7 is not required)

3, 1, 7, 4, 6, 2 (5 is not required)

3, 1, 5, 4, 2 (6 and 7 are not required)

Answer:
3, 1, 5, 4, 2 (6 and 7 are not required)
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You want to capture statistics for the SHIPPING_HY table that is owned by SHIP. The SHIPPING_HY table is a 
range-partitioned table, and contains data on shipments processed by your company. Each table partition 
contains shipping information for a month. New shipping records are added and modified for the current month, 
but information for previous months is rarely modified. 

You want to collect global statistics for the SHIPPING_HY table at periodic intervals, but want to minimize the time 
required to collect statistics. 

Which actions should you take? (Choose all that apply.) 

Explanation:
You should set the SHIPPING_HY table's INCREMENTAL value to TRUE using the SET_TABLE_PREFS procedure 
and execute the DBMS_STATS.GATHER_TABLE_STATS('SHIP', 'SHIPPING_HY', GRANULARITY=> 
'GLOBAL'); statement. With Oracle 11g, you can shorten the time required to collect global statistics for 
partitioned tables by setting the INCREMENTAL value of the partitioned table to TRUE. With this setting, statistics 
are collected incrementally, and statistics will not be collected for partitions that have not changed. The 
INCREMENTAL value for a partitioned table defaults to FALSE, so before gathering the global statistics, you must 
set the INCREMENTAL value for the partitioned table to TRUE using the SET_TABLE_PREFS procedure.

You should not set the SHIPPING_HY table's INCREMENTAL value to FALSE using the SET_TABLE_PREFS
procedure because this would collect statistics on all partitions, even partitions that did not change. In this 
scenario, you want to minimize the time required to collect statistics.

You should not execute the DBMS_STATS.GATHER_TABLE_STATS('SHIP', 'SHIPPING_HY', 
GRANULARITY=> 'PARTITION'); statement because this would gather only partition-level statistics, not global 
statistics as required in this scenario.

Item: 74 (Ref:Cert-1Z0-062.18.1.1)

Set the SHIPPING_HY table's INCREMENTAL value to TRUE using the SET_TABLE_PREFS procedure.

Set the SHIPPING_HY table's INCREMENTAL value to FALSE using the SET_TABLE_PREFS procedure.

Execute the DBMS_STATS.GATHER_TABLE_STATS('SHIP', 'SHIPPING_HY', GRANULARITY=> 
'GLOBAL'); statement.
Execute the DBMS_STATS.GATHER_TABLE_STATS('SHIP', 'SHIPPING_HY', GRANULARITY=> 
'PARTITION'); statement.

Answer:
Set the SHIPPING_HY table's INCREMENTAL value to TRUE using the 
SET_TABLE_PREFS procedure.
Execute the DBMS_STATS.GATHER_TABLE_STATS('SHIP', 'SHIPPING_HY', 
GRANULARITY=> 'GLOBAL'); statement.

Managing Resources Using Database Resource Manager
Item: 77 (Ref:Cert-1Z0-062.19.1.1)
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Which of the following statements is NOT true regarding Oracle Restart?

Explanation:
Oracle Restart cannot be used in a RAC environment. However, you can get a similar capability by using Oracle 
Clusterware.

Which one of the following does not cause data to be stored in a tablespace? 

Explanation:
A view does not cause data to be stored in a tablespace. Tablespaces hold segments and segments are made up 
of extents and blocks. These are objects which are likely to grow in their space consumption over time, at least 
until they are deleted or purged. A view is simply a pointer to one or more tables or other views but they do not 
contain a redundant copy of the data. Hence they do not use any space and are not stored in a tablespace.

Tables, indexes, undo segments, and temporary segments all consume space and are therefore are stored in a 
tablespace. For most of these objects, they have a default tablespace where these objects are stored, so you may 
not recall referencing a specific tablespace when you create an object such as a table or index. 

A relatively new object which can be stored in a database is a materialized view. This is different from a regular 
view. In a materialized view, Oracle actually stores a physical copy of the rows referenced in the definition of the 

It can restart the host computer as well as the database after a host hardware failure

It can restart the host computer as well as the database after a host software failure

It can restart the listener process

It can be used in both a clustered (RAC) and non-clustered environment

It can be integrated with Oracle Data Guard

Answer:
It can be used in both a clustered (RAC) and non-clustered environment

Managing Space
Item: 26 (Ref:Cert-1Z0-062.7.3.1)

a table 

an undo segment

a view 

an index 

a temporary segment

Answer:
a view 
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materialized view. Thus it consumes space, which makes it a segment, and implies that it will live in a tablespace. 

You maintain a database that has a 4K block size and PCTFREE = 10. The row length for each fixed length row 
is 42 bytes, which includes any overhead in each row. Automatic Segment Space Management is being used. 

How many rows of that fixed length size will you be able to store in one block?

Explanation:
You will be able to store 87 rows of fixed length rows of 42 bytes each in one block. This number is calculated by 
taking the block size (4096 bytes, or 4K) and subtracting 10% (PCTFREE) of its size (410), which gives a usable 
block size of 3686 bytes. Since the rows are all the same length (42), you can divide 3686 by 42 to determine the 
number of rows that will fit. That answer is 87.7. Consequently, 87 rows will fit into one block.

The purpose of PCTFREE is to allow a certain percentage of a block to be reserved for updates of rows that have 
already been inserted into a block. With a PCTFREE of 10%, the 4k block is considered to be full when the block 
reaches 3686 bytes, not 4096 bytes. No further inserts are possible when the block is 3686 bytes full. However, if 
a field in one of the rows is COMMENTS VARCHAR2(100) and the current value of COMMENTS is yes, that requires 
just 3 bytes. If you change yes to a long text string, you could be changing COMMENTS from 3 bytes to as many as 
100 bytes. To accommodate that update of 97 additional bytes, you can use some of the 4096 bytes set aside for 
row growth. Without that space reserved, you may have to break the row and keep part of it in the old block and 
put the rest of it in a new block. Oracle can do this just fine, but it does mean that the next time you want to 
retrieve that row from disk it will take two physical I/O operations, which may delay processing.

You could argue that by setting aside 410 bytes of space you are wasting space on your blocks. That argument 
could be valid, especially if the inserted rows are never updated. It would also be a valid argument if rows were 
updated, but the updates always updated a 10-character field with another value that was also 10 characters 
long. But the potential wasted space on each block to accommodate rows that grow in length is a good trade off 
to make between space and CPU. 

You include the clause SEGMENT CREATION DEFERRED in your CREATE TABLE command. 

Which of the following will be true?

Item: 30 (Ref:Cert-1Z0-062.7.1.1)

82

83

84

87

88

Answer:
87

Item: 80 (Ref:Cert-1Z0-062.7.4.1)
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Explanation:
When you defer segment creation in a CREATE TABLE command, the segment will not be created until space is 
actually required to store the first row or rows. This will save processing time in an application where tables are 
created and then deleted often, especially when many of those tables created never actually have rows inserted 
into them.

You will not need to perform an ALTER TABLE statement to add rows to the table. You would use the standard 
INSERT syntax to place a row in the table. At that time the segment and the table would both be created, and the 
first row would be inserted. 

You issued the following UPDATE statement, but have not committed the changes:

UPDATE emp SET status='ACTIVE' 
WHERE emp_id > 549;

Which statement about the transaction and the corresponding undo data is TRUE?

Explanation:
When your transaction began, it was assigned to an undo segment. As data is modified, a copy of the "before 
image" of the updated columns is written to the extents in the assigned segment. When all space in the extent is 
used, data is written to the next extent in the segment. Each transaction is associated with only one undo 

You will not be permitted to add rows into your table until you execute an ALTER TABLE statement

Any indexes on that table will have SEGMENT CREATION IMMEDIATE as the default

The segment for that table will not be created until rows are inserted into that table

You will receive an error message, because it is not possible to defer segment creation at the time a table is 
initially created

Answer:
The segment for that table will not be created until rows are inserted into that table

Managing Undo Data
Item: 7 (Ref:Cert-1Z0-062.8.1.4)

When your transaction began, it was assigned to an undo segment.

Other transactions issued after your UPDATE statement will always be associated with a different undo 
segment.

When your transaction began, it was assigned to multiple undo segments based on the rows being updated. 

The statement you issued does not generate any undo data.

Answer:
When your transaction began, it was assigned to an undo segment.
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segment. Each transaction that is executed while your transaction is running is also assigned to an undo 
segment, and two transactions might possibly be assigned to the same undo segment. 

The option that states other transactions issued after your UPDATE statement will always be associated with a 
different undo segment is incorrect. Multiple transactions can be assigned to the same undo segment. 

The option that states when your transaction began, it was assigned to multiple undo segments based on the 
rows being updated, is incorrect. A transaction is assigned to a single undo segment. 

The option that states the statement you issued does not generate any undo data is incorrect. Undo data is 
generated when data in the database is modified. This undo data contains the before image of the columns of 
data being updated. The before image of the data supports read consistency for each user, allowing you to roll 
back uncommitted transactions, and is used during recovery. Undo data is also required to perform some 
flashback operations, such as querying the database as it existed at a previous time using Flashback Query or 
flashing back a transaction.

Your database is configured to use Automatic Undo Management. Which two actions will enable read consistency 
for long-running transactions in your database? (Choose two.)

Explanation:
The read consistency for long-running transactions will be enabled by increasing the undo retention period and by 
increasing the size of the undo tablespace. Increasing the undo retention period for your database will enable the 
before image of updated rowsto be stored in the undo tablespace for a longer period of time. This will enable read 
consistency for those users SELECTing this data. Increasing the size of the undo tablespace will have the same 
impact because more space will be available to hold undo data. 

Decreasing the undo retention period will not enable read consistency for long-running transactions. Decreasing 
the undo retention period will instead hamper the read consistency of long-running transactions because the 
before images of rows involved in transactions will be retained in the undo tablespace for a shorter period of time. 

Increasing the size of the SYSTEM tablespace will not in any way impact the read consistency of long-running 
transactions. The reason for this is that SYSTEM tablespace does not store any undo data in this scenario 
because Automatic Undo Management is being used. When Automatic Undo Management is used, Oracle will 

Item: 11 (Ref:Cert-1Z0-062.8.1.2)

increasing the undo retention period

decreasing the undo retention period

increasing the size of the undo tablespace

increasing the size of the SYSTEM tablespace

increasing the size of the database buffer cache

increasing the number of redo log files in your database

increasing the size and number of undo segments in your database

Answer:
increasing the undo retention period
increasing the size of the undo tablespace
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create an undo tablespace if one does not exist and therefore the SYSTEM tablespace will not store any undo 
data. The SYSTEM tablespace stores the undo data only when no undo tablespace exists in the database. 

Increasing the size of the database buffer cache will not impact the read consistency of long-running transactions. 
Read consistency for long-running transactions is enabled by increasing the time for which the undo data for 
these transactions is stored in the undo tablespace. The database buffer cache is a component of SGA that 
stores the data blocks that are currently being accessed by the user transactions. Whenever a SQL query 
requests data from a datafile, the data is retrieved from the datafile and stored in the database buffer cache where 
users make changes to the data blocks. The database buffer cache does not store any undo-related information. 

Increasing the number of redo log files in your database will not enable read consistency for long-running 
transactions because the undo data for transactions is not stored in the redo log files. It is stored in the undo 
tablespace when Automatic Undo Management is used. 

Increasing the size and number of undo segments in your database in this scenario is incorrect because the 
number of undo segments in the database is managed by the Oracle server when the database is configured for 
Automatic Undo Management.

You are using Automatic Undo Management in your database. The name of the undo tablespace in your 
database is UNDOTS. You want to ensure that no committed undo data is overwritten for 15 minutes. 

Which two actions must you take to achieve this? (Choose two.)

Explanation:
In this scenario, you must set the UNDO_RETENTION parameter to 900 and run the ALTER TABLESPACE undots 
RETENTION GUARANTEE; statement. This will retain the committed undo data for 15 minutes and guarantee 
undo. The UNDO_RETENTION parameter sets the time, in seconds, for which the undo data is to be retained. 
Running the ALTER TABLESPACE statement with the GUARANTEE clause ensures that undo is guaranteed. When 
undo is guaranteed for an undo tablespace in a database, the committed undo data from transactions will not be 
overwritten for the time specified in the UNDO_RETENTION parameter. This is true even if there are other 
transactions in the database that need space in the undo tablespace to store undo data. 

Item: 18 (Ref:Cert-1Z0-062.8.2.1)

Set the UNDO_RETENTION parameter to 0.

Set the UNDO_RETENTION parameter to 15.

Set the UNDO_RETENTION parameter to 900.

Run the ALTER TABLESPACE undots RETENTION GUARANTEE; statement.

Run the ALTER TABLESPACE undots RETENTION NOGUARANTEE; statement.

Run the ALTER TABLESPACE undots RETENTION GUARANTEE=TRUE; statement.

Answer:
Set the UNDO_RETENTION parameter to 900.
Run the ALTER TABLESPACE undots RETENTION GUARANTEE; statement.
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Setting the UNDO_RETENTION parameter to 0 is incorrect because to retain the committed undo data for 15 
minutes you must set the UNDO_RETENTION parameter to 900. This parameter value is specified in seconds. 
Setting the UNDO_RETENTION parameter to 0 indicates automatic undo retention mode. 

Setting the UNDO_RETENTION parameter to 15 is incorrect because the parameter accepts a value in seconds. 
Therefore, to retain the undo data for 15 minutes, you must set the UNDO_RETENTION parameter to 900, which 
represents a value of 900 seconds. 

Running the ALTER TABLESPACE undots RETENTION NOGUARANTEE; statement is incorrect because this will 
not guarantee that the committed undo data is retained for 15 minutes. When undo is not guaranteed, the 
committed undo data will be overwritten if any ongoing transactions require space in the undo tablespace. 

Running the ALTER TABLESPACE undots RETENTION GUARANTEE=TRUE; statement is incorrect because the 
syntax of the statement is incorrect. When the statement is run, it will generate an error. 

Running the ALTER TABLESPACE UNDOTS RETENTION NOGUARANTEE=TRUE; statement is incorrect because 
the syntax of the statement is incorrect. When the statement is issued, it will generate an error. 

You must retain the committed undo data in the undo tablespace for 10 minutes without hampering the 
uncommitted transactions in the database. 

Which action can you take to achieve this objective? 

Item: 19 (Ref:Cert-1Z0-062.8.2.3)

Set the UNDO_RETENTION parameter to 10 and guarantee the undo retention.

Set the UNDO_RETENTION parameter to 600 and guarantee the undo retention.

Set the UNDO_RETENTION parameter to 10 and do not guarantee the undo retention.

Set the UNDO_RETENTION parameter to 600 and do not guarantee the undo retention.

Answer:
Set the UNDO_RETENTION parameter to 600 and do not guarantee the undo 
retention.
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Explanation:
To set undo retention for 10 minutes, you must set the UNDO_RETENTION parameter to 600. The 
UNDO_RETENTION parameter specifies the time, in seconds, after which the undo data expires and can be 
overwritten. If you do not want to hamper the uncommitted transactions in the database, you should not 
guarantee undo retention on your database. 

 If undo retention is guaranteed, the committed undo data will be retained in the database only if the current 
uncommitted transactions are not hampered. 

 If undo retention is not guaranteed, the committed undo data will be overwritten if other uncommitted 
transactions need space in the undo tablespace to write the undo data. 

You can use the ALTER TABLESPACE...RETENTION NOGUARANTEE statement to ensure that undo retention is 
not guaranteed in your database. 

Setting the UNDO_RETENTION parameter to 10 and guaranteeing the undo retention is incorrect because this will 
set the undo retention value to 10 seconds. In this scenario, you want to set this value to 10 minutes. You should 
not guarantee undo retention because this can cause the uncommitted transactions to fail due to lack of enough 
space in the undo tablespace. 

Setting the UNDO_RETENTION parameter to 600 and guaranteeing the undo retention is incorrect because you 
should not guarantee undo retention. If undo retention is guaranteed, the committed data will remain in the undo 
tablespace, and the uncommitted transactions can fail due to lack of space. 

Setting the UNDO_RETENTION parameter to 10 and not guaranteeing the undo retention is incorrect because this 
will set the undo retention value to 10 seconds instead of the desired 10 minutes. 

Which one of the following statements is NOT true regarding undo data and redo data?

Explanation:
The undo data is only saved for a short period of time, even if the database is running in ARCHIVELOG mode. 

Item: 25 (Ref:Cert-1Z0-062.8.3.1)

While in memory, undo data and redo data are both stored in the database buffer cache

The purpose of the undo data is to protect transactions, while the purpose of the redo data is to protect the 
database from failure

The redo data is permanently saved if the database is running in ARCHIVELOG mode. 

The undo data is permanently saved if the database is running in ARCHIVELOG mode.

Answer:
The undo data is permanently saved if the database is running in ARCHIVELOG mode.
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The following error is often generated in your development database: 

ORA-01555: Snapshot too old 

You investigate and notice that there are some long-running transactions in the database when the error is 
generated and that the UNDO_RETENTION initialization parameter has been set to 0. Which two actions could you 
take to overcome this problem? (Choose two. Each answer is a separate solution.) 

Explanation:
In this scenario, you could increase the value of the UNDO_RETENTION initialization parameter, or you could 
increase the size of the undo tablespace in your database. The ORA-1555 error is generated when a user is 
producing a long-running report. Oracle will want the report to show you a consistent view of the data as it looked 
when the report was generated. 

If your report starts running at 9:00 AM, the rows of data printed on your report should look like each row 
appeared in its committed state at 9:00 AM. Because a SELECT statement does not produce a row lock, another 
user can update any of the rows on your report. If another user updates a row and commits that change at 9:06 
AM, but that row won't print on your report until after 10:00 AM, Oracle will check the undo segment for the 
previous version of the data. If that undo segment hasn't been overwritten, Oracle will be able to find it and 
reconstruct the row as it appeared at 9:00 AM, then print that row at 10:00 AM. However, if the undo segment that 
contained the data has been overwritten, Oracle cannot figure out what the 9:00 AM version of the row looked like 
in order to produce a read consistent view of that data as it appeared at the time the SELECT statement was 
issued. This produces the error message ORA-01555: Snapshot too old at the point in your report where 
this occurred.

The UNDO_RETENTION parameter sets a minimum amount of time that Oracle must wait before it overwrites any 
undo segment. The greater this value, the longer Oracle is going to be able to live up to its promise of providing a 
consistent view of the data to a user performing a SELECT, especially on tables which are frequently updated. The 
UNDO_RETENTION parameter specifies the time, in seconds, after which the undo data is considered to be 
expired and can be overwritten. Setting the UNDO_RETENTION parameter to 0 indicates automatic undo retention 
mode. To avoid the ORA-1555 error in long-running transactions, you should increase the value of the 
UNDO_RETENTION parameter so that the undo data generated from the committed transactions is retained 
longer. 

Transactions that take a long time to complete do not generate the ORA-1555 error. If you increase the size of 
the undo tablespace in your database, you ensure that more space is available for transactions.

Item: 36 (Ref:Cert-1Z0-062.8.1.3)

Increase the size of the SYSTEM tablespace.

Increase the value of the UNDO_RETENTION initialization parameter.

Increase the size of the undo tablespace in your database.

Configure manual undo management mode for the undo tablespace.

Create a new undo tablespace and assign it to the database users who have long-running transactions.

Answer:
Increase the value of the UNDO_RETENTION initialization parameter.
Increase the size of the undo tablespace in your database.
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You should not increase the size of the SYSTEM tablespace. Increasing the size of the SYSTEM tablespace does 
not reduce the occurrence of the ORA-1555 error because the undo data is not stored in the SYSTEM tablespace.

You should not configure manual undo management mode for the undo tablespace as it will increases the 
administrative overhead. With manual undo management, you need to create the undo tablespace and the undo 
segments on your own, and also manage the space allocation for these.

You should not create a new undo tablespace and assign it to the database users because only one undo 
tablespace can remain active in the database at any particular time.

You want to make your undo tablespace a fixed-size tablespace, and you want to use the Undo Advisor to 
determine the size you should use. You must be able to support Oracle Flashback queries for up to 24 hours.

Using Enterprise Manager, you navigate to the Automatic Undo Management page and click the System Activity 
subpage. In the displayed information, you notice the longest-running query for the workload period ran for 114 
minutes.

Which action should you take when invoking the Undo Advisor? 

Explanation:
You should specify the Desired Undo Retention manually, and set the Duration to 24 hours. The Undo Advisor 
uses data collected in the Automatic Workload Repository (AWR) to perform an analysis and make 
recommendations on the needed size for the undo tablespace. The Undo Advisor can provide sizing advice either 
based on a particular analysis period or based your specific requirements for undo retention. If you have special 
requirements, such as long-running queries or requirements for flashback capability, you should manually set the 
Desired Undo Retention. 

First, estimate the duration of your longest running query and the longest time interval for which you want to be 
able to perform Flashback operations. Then, select Specified manually to allow for longer duration queries or 
flashback for the Desired Undo Retention option. Finally, set the Duration to the larger of the two estimated 
values. After the Undo Advisor recommends a size for your undo tablespace, you can use ALTER DATABASE
statements to implement the recommendations. 

Note: Because the Undo Advisor uses workload statistics from the AWR, it may not make accurate 
recommendations if the statistics are not available. 

You should not specify the Desired Undo Retention automatically because you have specific undo retention 
requirements. When it is set automatically, an analysis time period is specified and used to determine the 
recommended size of the undo tablespace. However, to support the Oracle Flashback queries in this scenario, 

Item: 59 (Ref:Cert-1Z0-062.8.4.1)

Specify the Desired Undo Retention automatically and create a customized Analysis Time Period.

Specify the Desired Undo Retention automatically, and use the default Analysis Time Period.

Specify the Desired Undo Retention manually, and set the Duration to 114 minutes.

Specify the Desired Undo Retention manually, and set the Duration to 24 hours.

Answer:
Specify the Desired Undo Retention manually, and set the Duration to 24 hours.
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you should specifically set your duration.

You should not specify the Desired Undo Retention manually, and set the Duration to 114 minutes. In this 
scenario, you need to be able to support Oracle Flashback queries for up to 24 hours; therefore, the undo 
retention should be at least 24 hours.

Click the Exhibit(s) button to view the records in the employees table. 

You are running your database in the ARCHIVELOG mode. 

Which three statements, when issued against the EMPLOYEES table, will NOT generate any undo data? (Choose 
three.)

Item: 95 (Ref:Cert-1Z0-062.8.1.1)

TRUNCATE TABLE employees;

DELETE FROM employees;

INSERT INTO employees(7531, 'WILLIAM',2500,20);
ALTER TABLE employees ADD(last_name VARCHAR2(8));
UPDATE employees SET SALARY=10000 WHERE employee_id=7796;
SELECT employee_id, salary FROM employees WHERE department_id=20;

Answer:
TRUNCATE TABLE employees;
ALTER TABLE employees ADD(last_name VARCHAR2(8));
SELECT employee_id, salary FROM employees WHERE department_id=20;
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Explanation:
The TRUNCATE TABLE, ALTER TABLE, and SELECT statements will not generate any undo data. The TRUNCATE 
TABLE and ALTER TABLE statements are DDL statements. DDL statements are statements that cannot be rolled 
back. Therefore, no undo data is generated when they are executed. The SELECT statement is only used to view 
the data in the table and does not modify any data. Therefore, the SELECT statement does not generate any undo 
data. 

The DELETE statement will generate undo data. The DELETE statement is a DML statement and can be rolled 
back in a transaction. To support this rollback operation, the undo data is generated and stored in the undo 
tablespace. Of the given statements, the DELETE statement will produce more undo than any other statement 
because when you issue a DELETE statement to delete all the existing rows in the table, the undo data generated 
will contain the complete data in the table. Any other DML statement issued to change the existing data in the 
table will not generate as much undo data. 

The INSERT statement will generate undo data. The INSERT statement is a DML statement and can be rolled 
back in a transaction. To support this rollback operation, the undo data is generated and stored in the undo 
tablespace. 

The UPDATE statement will generate undo data. The UPDATE statement is a DML statement that can be rolled 
back in a transaction. To support this rollback operation, the undo data is generated and stored in the undo 
tablespace.

You are using Automatic Undo Management in your database. You have enabled the guarantee option of undo 
retention by running the following statement: 

Item: 97 (Ref:Cert-1Z0-062.8.2.2)
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SQL> ALTER TABLESPACE UNDOTS RETENTION GUARANTEE;

Which two statements are true about the guarantee option of undo retention? (Choose two.) 

Explanation:
Using the guarantee option of undo retention can lead to failure of some transactions in the database. Enabling 
the guarantee option of undo retention in the database retains the undo data from committed transactions in the 
undo tablespace, even if there are other transactions that require space in the undo tablespace. This may cause 
other transactions to fail for lack of space in the undo tablespace. In addition, the committed undo data is retained 
for the time specified by the UNDO_RETENTION parameter. If you guarantee undo retention in the undo 
tablespace, the undo data will be retained in the tablespace for the time specified by the UNDO_RETENTION
parameter. 

Using the guarantee option of undo retention does not guarantee undo retention for all of the tablespaces in the 
database. You can specify undo retention only for the undo tablespace in the database. 

You do not use Enterprise Manager to determine if retention guarantee is enabled for a tablespace. This 
information can be determined by using the DBA_TABLESPACES view. The RETENTION column indicates whether 
undo retention is guaranteed for the tablespace. The possible values contained in this column are GUARANTEE, 
NOGUARANTEE, and NOT APPLY. 

Using the RETENTION GUARANTEE option of the ALTER TABLESPACE undots command causes the 
inforamtion regarding committed transactions stored on the undo segments in the undots tablespace to be 
retained for the time specified in the UNDO_RETENTION parameter, even if that prevents new transactions from 
accessing the space they require on the undots tablespace undo segments.. 

Using the guarantee option of undo retention guarantees undo retention for all of the tablespaces in the 
database.

Using the guarantee option of undo retention can lead to failure of some transactions.

You use Enterprise Manager to determine if retention guarantee is enabled for a tablespace.

Using the RETENTION GUARANTEE clause of the ALTER TABLESPACE undots command causes 
information regarding committed transactions stored on the undo segments in the undots tablespace to be 
overwritten as needed when new transactions begin.
Using the guarantee option of undo retention causes the committed undo data to be retained for the time 
specified by the UNDO_RETENTION parameter, even if other transactions require space in the undo 
tablespace.

Answer:
Using the guarantee option of undo retention can lead to failure of some transactions.
Using the guarantee option of undo retention causes the committed undo data to be retained for 
the time specified by the UNDO_RETENTION parameter, even if other transactions 
require space in the undo tablespace.
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You execute the datapump expdp command to perform a full transportable export of all objects and data:

$> expdp system/oracle_4U DUMPFILE=expfull.dmp FULL=Y DIRECTORY=data_pump_dir 
TRANSPORTABLE=ALWAYS VERSION=12.0 LOGFILE=exp.log

Which TWO statements are prerequisites for the successful execution of the command?

Explanation:
You must ensure all tablespaces except SYSTEM, SYSAUX, TEMP, and UNDOTBS1 are in READ ONLY mode before 
successfully performing a full transportable export using Oracle Data Pump.

Full transportable exports are supported from a source database running Oracle Database version 11.2.0.3 or 
later.

There is no requirement for the database to be open in RESTRICTED mode.

Which two statements are true regarding full transportable import operations?

Migrating Data by Using Oracle Data Pump
Item: 84 (Ref:Cert-1Z0-062.30.1.2)

The database must be in the MOUNT state.

The database must be open in READ ONLY mode.

All tablespaces except SYSTEM, SYSAUX, TEMP, and UNDO must be in READ ONLY mode.

The source database must be Oracle database version 11.2.0.3 or higher.

The database must be open in RESTRICTED mode.

Answer:
All tablespaces except SYSTEM, SYSAUX, TEMP, and UNDO must be in READ ONLY mode.
The source database must be Oracle database version 11.2.0.3 or higher.

Item: 92 (Ref:Cert-1Z0-062.30.1.1)

Full transportable import of encrypted tablespaces is not supported if the source and target platforms do not 
have the same endianness.
Full transportable import of tables with LONG or LONG RAW columns that reside in SYSTEM or SYSAUX
tablespaces is not supported.

Full transportable import from a source database version lower than 12.1.0 is not supported.

For full transportable import to succeed, the path of all the data files on the target and source databases 
must be the same.

A full transportable import can only be performed by a user with the SYSDBA role.
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Explanation:
Full transportable import of encrypted tablespaces is not supported in network mode or dump file mode if the 
source and target platforms do not have the same endianness. It is, however, possible to transport data from non-
encrypted source and target platforms with different endianness if you perform a conversion, and to transport data 
between encrypted tablespaces with the same endianness.

When transporting a database over the network using a full transportable import, tables with LONG or LONG RAW
columns that reside in administrative tablespaces (such as SYSTEM or SYSAUX) are not supported.

Full transportable imports are supported from an 11.2.0.3 or higher source database. It is not required that the 
path of all the data files on the source and target databases be the same. It is also not required that the user be 
logged in as SYSDBA in order to perform a full transportable import.

You are using SQL*Loader to load data from multiple flat files into your database using a conventional load. 

Which statement is TRUE?

Explanation:
You can filter the records being loaded. SQL*Loader is a utility you can use to import external flat files from the 
operating system into your database. First, you define a control file that specifies the data files to be loaded and 
the characteristics of how the load should be performed. In your control file, you can use the WHEN clause to filter 
records. Records in the input files that do not meet the conditions specified in the WHEN clause will not be loaded.

It is incorrect to state that you must perform a separate load for each input file. You can specify multiple input files 
in your control file by including multiple INFILE clauses.

It is incorrect to state that data in the flat files must be comma-delimited. The input files can be delimited, fixed-

Answer:
Full transportable import of encrypted tablespaces is not supported if the source and target 
platforms do not have the same endianness.
Full transportable import of tables with LONG or LONG RAW columns that reside in SYSTEM or 
SYSAUX tablespaces is not supported.

Moving Data
Item: 2 (Ref:Cert-1Z0-062.15.2.3)

You must perform a separate load for each input file. 

You can filter the records being loaded. 

The data in the flat files must be comma-delimited. 

You can only load the records into an empty table. 

Answer:
You can filter the records being loaded. 

Page 75 of 123

Copyright © 2018 Transcender, powered by Kaplan IT Training, a division of Kaplan, Inc., a subsidia...



length, or variable length. 

It is incorrect to state that you can only load the records into an empty table. You can specify the APPEND clause 
in your control file to indicate that the input records should be appended to an existing table. You use the INSERT
clause in the control file to load data into an empty table. 

You are performing an export of certain objects in your database by using Oracle Data Pump. You are required to 
unload only the data in the export file and not the metadata information. 

Which parameter of the Data Pump Export should you use in this scenario?

Explanation:
You should use the CONTENT parameter of the Data Pump Export. The CONTENT parameter enables you to filter 
the data, the metadata, or both the data and metadata. The CONTENT parameter has three values: ALL, 
DATA_ONLY, and METADATA_ONLY. These values specify whether both data and metadata will be exported, only 
the data will be exported, or only the metadata will be exported. 

The TABLES parameter of the Data Pump Export does not allow you to filter the data or metadata that you want to 
export. The TABLES parameter specifies that you perform a table mode export. 

The EXCLUDE parameter of the Data Pump Export does not allow you to filter the data based on the data or 
metadata that will be exported. The EXCLUDE parameter enables you to exclude specific objects and object types 
from the metadata that will be exported. 

The ESTIMATE parameter of the Data Pump Export determines the mode that export will use to estimate how 
much space each table in the export job will consume. The estimate done in this process is for the table row data 
only, not the metadata. This parameter of Data Pump Export is not used to filter the type of data to be exported. 

The DIRECTORY parameter of the Data Pump Export specifies the location to which the export writes the dump 
file set and the log file.

Item: 3 (Ref:Cert-1Z0-062.15.5.3)

TABLES

CONTENT

EXCLUDE

ESTIMATE

DIRECTORY

Answer:
CONTENT

Item: 23 (Ref:Cert-1Z0-062.15.5.1)
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While performing an import by using the Data Pump Import utility, you use the following command in the import 
procedure:

impdp HR/hr TABLES=employees DIRECTORY=data1 NETWORK_LINK=nutex.uk.oracle.com 
FLASHBACK_SCN=235

Which three statements correctly characterize this command? (Choose three.) 

Explanation:
With the given command, the EMPLOYEES table will be imported into the HR schema, the SCN number refers to 
the SCN number of the source database, and the data is transferred from the source database referred to by the 
nutex.uk.oracle.com link. In this command, the NETWORK_LINK parameter points to the source database 
referred to by the nutex.uk.oracle.com link. The link specifies that the data must be transferred from the 
source database. While performing an import from a remote location, you must use the NETWORK_LINK
parameter to specify the name of the remote server from which the data is retrieved. You should not use the 
DUMPFILE parameter when you specify the NETWORK_LINK parameter. The SCN number specified in the 
command refers to the SCN number of the source database. The table EMPLOYEES will be imported into the HR
schema. 

The SCN number does not refer to the SCN number of the target database. Instead, the SCN number refers to 
the SCN number of the source database.

The data is not transferred to the target database referred to by the nutex.uk.oracle.com link. The 
nutex.uk.oracle.com link refers to the source database from which the data is retrieved.

Which operations are not allowed on an external table? (Choose all that apply.) 

The EMPLOYEES table will be imported into the HR schema.

The SCN number refers to the SCN number of the target database.

The SCN number refers to the SCN number of the source database.

The data is transferred to the target database referred to by the nutex.uk.oracle.com link.

The data is transferred from the source database referred to by the nutex.uk.oracle.com link.

Answer:
The EMPLOYEES table will be imported into the HR schema.
The SCN number refers to the SCN number of the source database.
The data is transferred from the source database referred to by the nutex.uk.oracle.com
link.

Item: 24 (Ref:Cert-1Z0-062.15.3.1)

adding a virtual column 

creating an index 

accessing rows in the table using SELECT statements

updating and deleting rows in the table using DML statements 
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Explanation:
The following operations are not allowed on an external table: 

 adding a virtual column 
 creating an index 
 updating and deleting rows in the table using DML statements 

With external tables, data is stored in operating system flat files instead of in the database. The data in these 
external files can then be accessed directly using SELECT statements as if it resided in the database. You can 
also create views and synonyms on an external table. However, you will receive an error if you try to modify the 
data using INSERT , UPDATE , or DELETE statements, add a virtual column, or create an index on any of its 
columns. 

External tables are an excellent option if you have a large amount of historical data that you want to query, but do 
not want to load the data into the database or modify the data. 

For which situation would you use external tables? 

Explanation:
You would use external tables to query data in a large external flat file without loading it into the database. With 
external tables, data is stored in operating system flat files instead of in the database. The data in these external 
files can then be accessed directly using SELECT statements as if it resided in the database. You can also create 
views and synonyms on an external table. However, you will receive an error if you try to modify the data using 
INSERT, UPDATE, or DELETE statements, add a virtual column, or create an index on it. External tables are an 
excellent option if you have a large amount of historical data that you want to query, but do not want to load the 
data into the database or modify the data.

You would not use external tables to create a new table from data in an existing table. You can create a new table 
from data in an existing table using the CREATE TABLE AS SELECT statement.

Answer:
adding a virtual column 
creating an index 
updating and deleting rows in the table using DML statements 

Item: 38 (Ref:Cert-1Z0-062.15.3.2)

to create a new table from data in an existing table 

to easily access schema objects in another database

to load data from a large external flat file into the database 

to query data in a large external flat file without loading it into the database 

Answer:
to query data in a large external flat file without loading it into the database 
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You would use a database link to easily access schema objects in another database. You can create a database 
link using the CREATE DATABASE LINK statement. Then, you can use this link to easily access schema objects 
in the other database by appending @dblinkname to the name of the table or view in your SQL statements. 

You would use SQL*Loader to load data from a large external flat file into the database. 

Due to changes in the policies of your organization, you are required to restructure your database. Using Oracle 
Data Pump Import, you issue the following command: 

impdp SYSTEM/password DIRECTORY=expdat_dmp DUMPFILE=expdat.dmp NOLOGFILE=Y 
REMAP_SCHEMA=hr:scott

Which two statements are true about the result of issuing this command? (Choose two.) 

Explanation:
With the given command, all objects in the HR schema will be transferred to the SCOTT schema, and the errors 
and import progress messages will be written to the standard output device. If you use the REMAP_SCHEMA
parameter, the import procedure will transfer all the objects from the HR schema to the SCOTT schema. This 
feature is typically used for transferring database objects owned by one user to another user in a different 
database. After the import procedure is completed, the two schemas will remain unchanged. Neither of the 
schemas will be dropped. The use of the NOLOGFILE=Y parameter specifies that the error and import progress 
messages are not written to the log files. In this scenario, the errors and import progress messages will be written 
to standard output devices such as monitors and printers. 

The HR schema will not be renamed the SCOTT schema. Only the objects in the HR schema will be transferred to 
the SCOTT schema. 

All the objects from the SCOTT schema will not be transferred to the HR schema. Instead, the objects will be 
transferred from the HR schema to the SCOTT schema. 

Errors and import messages will be generated and will be written to the standard output device because the 
NOLOGFILE=Y parameter is included. 

Item: 44 (Ref:Cert-1Z0-062.15.5.2)

The HR schema will be renamed the SCOTT schema.

All objects in the SCOTT schema will be transferred to the HR schema.

All objects in the HR schema will be transferred to the SCOTT schema.

No errors and import progress messages will be generated during the import process.

Errors and import progress messages will be written to the standard output device.

Answer:
All objects in the HR schema will be transferred to the SCOTT schema.
Errors and import progress messages will be written to the standard output device.
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Which statement about Oracle Data Pump is true?

Explanation:
Data Pump Import cannot read dump file sets created by a newer database version unless they were created with 
VERSION parameter set to the version of the target database.

The option that states exports always generate dump files in which the data is compressed and encrypted is 
incorrect. The COMPRESSION parameter is used to specify whether data is compressed. Specifying a value of 
METADATA_ONLY or NONE would generate a dump file in which the data is not compressed. This parameter 
defaults to METADATA_ONLY, so by default, all dump files have only the metadata compressed. The ENCRYPTION
parameter specifies whether data in a dump file is encrypted. Specifying a value of ENCRYPTED_COLUMNS_ONLY, 
METADATA_ONLY, or NONE would generate a dump file in which the data would not be encrypted. This parameter 
defaults to either ALL or NONE, depending on the value specified for the ENCRYPTION_PASSWORD parameter. 

The option that states only users with the SYSDBA or SYSOPER privilege can import and export using Oracle Data 
Pump is incorrect. A user does not need administrator privileges to use Oracle Data Pump. To perform imports 
and exports, a user must have the CREATE TABLE privilege, adequate tablespace quota for Data Pump to create 
the master table used during the process, and the appropriate operating system privileges to create any dump 
files.

The option that states you can only import and export using the expdp and impdp client components is incorrect. 
Data Pump also provides the DBMS_DATAPUMP and DBMS_METADATA packages. Procedures in these packages 
are used by the expdp and impdp client components. Data Pump uses procedures in DBMS_DATAPUMP to 
execute imports and exports, and procedures in DBMS_METADATA when importing or exporting metadata. You 
can also directly call procedures in these packages if desired.

Your EMP table was created using the CREATE TABLE statement shown in the exhibit. 

Item: 64 (Ref:Cert-1Z0-062.15.4.2)

Exports always generate dump files in which the data is compressed and encrypted.

Only users with the SYSDBA or SYSOPER privilege can import and export using Oracle Data Pump.

Data Pump Import cannot read dump file sets created by a newer database version unless the VERSION
parameter was set to the version of the target database when the dump file set was created.

You can only import and export using the expdp and impdp client components.

Answer:
Data Pump Import cannot read dump file sets created by a newer database version unless the 
VERSION parameter was set to the version of the target database when the dump 
file set was created.

Item: 70 (Ref:Cert-1Z0-062.15.2.2)
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You are using SQL*Loader direct path load to load data into the EMP table.

Which constraint or constraints will be enforced during the load? 

Explanation:
In this scenario, both the PRIMARY KEY and NOT NULL constraints will be enforced during the load. With direct 
path loads, only the PRIMARY KEY, UNIQUE, and NOT NULL constraints are enforced. Any FOREIGN KEY and 
CHECK constraints will be disabled, but can be re-enabled after the loading process is complete. 

The option that states only the PRIMARY KEY constraint will be enforced is incorrect. The NOT NULL constraints 
will also be enforced.

The option that states only the NOT NULL constraints will be enforced is incorrect. The PRIMARY KEY constraint 
will also be enforced.

The option that states the CHECK constraint will be enforced is incorrect. The CHECK constraint will be disabled.

The option that states all of the constraints will be enforced is incorrect. All constraints are enforced with 
conventional loads, but not direct path loads.

For which two types of tables does Oracle Data Pump use the direct path load method when importing? (Choose 
two.)

the PRIMARY KEY constraint

the NOT NULL constraints

the CHECK constraint

both the PRIMARY KEY and NOT NULL constraints

all of the constraints 

Answer:
both the PRIMARY KEY and NOT NULL constraints

Item: 75 (Ref:Cert-1Z0-062.15.4.1)

a table that has a referential integrity constraint 
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Explanation:
Oracle Data Pump uses direct path load for a nonclustered table and a table containing a LONG column. Oracle 
Data Pump automatically determines which access method to use when unloading and loading data based on the 
table's structure. Oracle Data Pump uses direct path load in most situations. 

All of the other options are incorrect because Oracle Data Pump would use external tables in these situations. 
Oracle Data Pump uses external tables in many situations, such as when the table has referential integrity 
constraints, encrypted columns, any active triggers, or the table is a clustered table.

You are importing data into your database by using Data Pump Import. While importing data from the dump file, 
dump01.dmp, you want only the views in the ADAM schema to be imported into the database. You also want only 
those views whose names contain the SALES string to be imported. Assume that the $ sign is the operating 
system prompt.

Which import command will successfully achieve this objective? 

a nonclustered table 

a table containing a LONG column

a table for which an active trigger is defined

a table with fine-grained access control enabled for inserts 

Answer:
a nonclustered table 
a table containing a LONG column

Item: 90 (Ref:Cert-1Z0-062.15.5.4)

$ impdp john/john 
SCHEMAS=adam 
INCLUDE=view:"like '%SALES%'"
$ impdp john/john 
DUMPFILE=dump01.dmp 
SCHEMAS=adam 
INCLUDE=view:"like '%SALES%'"
$ impdp john/john 
DUMPFILE=dump01.dmp 
INCLUDE=view:"like '%SALES%'" 

CONTENT=VIEW_ONLY
$ impdp john/john 
DUMPFILE=dump01.dmp 
SCHEMAS=adam 
EXCLUDE=view:"like '%SALES%'"

$ impdp john/john 
DUMPFILE=dump01.dmp 
SCHEMAS=adam 
EXCLUDE=view:"like '%SALES%'" 
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Explanation:
The following import command is correct: 

$ impdp john/john 
DUMPFILE=dump01.dmp 
SCHEMAS=adam 
INCLUDE=view:"like '%SALES%'" 

This import command will import only views containing the SALES string in the view name from the ADAM schema. 
The DUMPFILE parameter in the import command specifies the name of the dump file from which the data is to be 
imported into the database. The SCHEMAS parameter in the import command specifies that only the data in the 
ADAM schema is to be imported. The INCLUDE parameter in the import command specifies the objects or object 
types to be imported. In this command, the INCLUDE parameter specifies that only views containing the SALES
string in their names are to be imported. 

The command that does not specify the DUMPFILE parameter is incorrect. The DUMPFILE parameter must be 
specified in the import command. This parameter specifies which dump file will be used while performing the 
import. If no dump file is specified, the default value of expdat.dmp will be used. However, in this case you need 
the data in the dump01.dmp file to be imported. 

The command that does not specify the SCHEMAS parameter and specifies a CONTENT parameter value of 
VIEW_ONLY is incorrect. The SCHEMAS parameter is needed to import data only from ADAM's schema. The 
CONTENT parameter used in this command will generate an error because the three valid values for the CONTENT
parameter are ALL, DATA_ONLY, and METADATA_ONLY. The CONTENT parameter enables you to filter the data to 
be loaded by specifying the data, the metadata, or both to be loaded by the import process. 

The command that uses the EXCLUDE parameter and does not specify a CONTENT parameter is incorrect. The 
EXCLUDE parameter is the opposite of the INCLUDE parameter. This command will exclude the views that contain 
the SALES string in their names. Therefore, this command will not achieve the desired objective. 

The command that uses the EXCLUDE parameter and specifies a CONTENT parameter value of VIEW_ONLY is 
incorrect. The EXCLUDE parameter is the opposite of the INCLUDE parameter. This command will exclude the 
views that contain the SALES string in their names. The CONTENT parameter enables you to filter the data to be 
loaded by specifying the data, the metadata, or both to be loaded by the import process. The CONTENT parameter 
used in this command will generate an error because the three valid values for the CONTENT parameter are ALL, 
DATA_ONLY, and METADATA_ONLY.

Given the following numbered statements:

CONTENT=VIEW_ONLY

Answer:
$ impdp john/john 
DUMPFILE=dump01.dmp 
SCHEMAS=adam 
INCLUDE=view:"like '%SALES%'"

Item: 96 (Ref:Cert-1Z0-062.15.2.1)
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1. INSERT triggers will fire. 
2. Data saves are used to write data blocks directly to datafiles. 
3. Transactions are used to write to datafiles. 
4. All constraints are enforced. 
5. Redo is always generated. 

Which of these statements about using SQL*Loader direct path load are true? (Choose the answer that includes 
all true statements.)

Explanation:
The only true statement is that with SQL*Loader direct path loads, data saves are used to write data blocks 
directly to datafiles. This allows for faster loading of data than a conventional load. Direct path loads do have 
some limitations that should be considered. These include the fact that not all constraints are enforced during the 
load, INSERT triggers do not fire during the load, and you cannot use a direct path load to load data into a 
clustered table.

INSERT triggers will not be fired. INSERT triggers are fired during conventional loads, not direct path loads.

Transactions are not used to write to datafiles. Conventional loads use transactions and commits to write data to 
datafiles, but a direct path load writes directly to the data files, which is faster.

Not all constraints are enforced. Only PRIMARY KEY, UNIQUE, and NOT NULL constraints are enforced with 
direct path loads. All constraints are enforced with conventional loads.

Redo is not always generated. With a direct path load, redo is only generated if the database is running in 
ARCHIVELOG mode and logging is enabled. Redo is always generated for conventional loads.

While starting your database, you receive an error stating that the database cannot identify one of the online redo 
log files in it. 

At which stage will you receive this error?

2 only 

1 and 2 only 

1, 2, and 4 only 

1, 2, 4, and 5 only 

Answer:
2 only 

Oracle Database Instance
Item: 8 (Ref:Cert-1Z0-062.3.3.1)

when the database changes from the MOUNT state to the OPEN state

when the database changes from the NOMOUNT state to the MOUNT state

when the database changes from the SHUTDOWN state to the MOUNT state

when the first transaction ends and the changes to the database must be written to the redo log files
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Explanation:
The error will be generated in the database when the database tries to access the redo log files in it. The redo log 
files are accessed when the database changes from the MOUNT state to the OPEN state. 

The error will not be generated when the database changes from the NOMOUNT to the MOUNT state. The redo log 
files are not accessed at this stage. Only the control files are accessed when the database changes from the 
NOMOUNT to the MOUNT state. 

The error will not be generated when the database changes from the SHUTDOWN to the MOUNT state. The redo log 
files are not accessed at this stage. The parameter file and the control files are accessed when the database is 
started and the state changes from SHUTDOWN to MOUNT. 

The error will not be generated at the end of the first transaction. The redo data generated is written to the log files
when the first transaction ends. However, the redo log files are accessed by the database before this when the 
database changes from the MOUNT to the OPEN state.

You have not specified a value for the DIAGNOSTIC_DEST parameter, and your $ORACLE_BASE environment 
variable is set to /u01/app/oracle. Your database name is kit and your SID is kit.

Where is the XML version of the alert log file located?

Explanation:
The XML version of the alert log file will be located in /u01/app/oracle/diag/rdbms/kit/kit/alert. In 
Oracle Database 12c, the repository for diagnostic data is the Automatic Diagnostic Repository (ADR). You would 
use the DIAGNOSTIC_DEST initialization parameter to specify the ADR root directory. The default value for the 
DIAGNOSTIC_DEST initialization parameter is based on the value of the $ORACLE_BASE environment variable. It 
defaults to the same value as $ORACLE_BASE if the variable is set, and to $ORACLE_HOME/log if 
$ORACLE_BASE is not set. 

The ADR root directory provides a directory structure for each database instance, called an ADR home, which 
contains diagnostic data for that instance. Underneath the ADR root directory, each ADR home will have a name 

Answer:
when the database changes from the MOUNT state to the OPEN state

Item: 16 (Ref:Cert-1Z0-062.3.3.3)

/u01/app/oracle/diag/rdbms/kit/kit/alert

/u01/app/oracle/diag/rdbms/kit/kit/incident

/u01/app/oracle/diag/rdbms/kit/kit/trace

/u01/app/oracle/diag/rdbms/kit/kit/cdump

Answer:
/u01/app/oracle/diag/rdbms/kit/kit/alert
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in the form of /diag/rdbms/<dbname>/<instance>. For example, if the database name was prod and the 
instance name was prod1, the ADR home would be <diagnostic_dest>/diag/rdbms/prod/prod1. Note 
that in a non-RAC environment, the database name and instance name are normally identical. Each ADR home 
contains subdirectories that contain specific types of diagnostic files. The following list outlines the common 
subdirectories within each ADR home and their contents: 

 trace - contains background process and user process trace files and the text version of the alert log file 
 alert - contains the XML version of the alert log file 
 incident - contains incident dump files 
 cdump - contains core dump files 

Your database went down abnormally because of power failure. You could not perform a clean shutdown on the 
database. After this, you start the database by running the STARTUP command. 

Which statements are true regarding this scenario? (Choose all that apply.) 

Explanation:
When the database is started after an abnormal termination or by issuing the SHUTDOWN ABORT command, the 
SMON process coordinates the recovery of the database. This is known as instance recovery. In this process, the 
uncommitted changes in the database are rolled back from the database by using the information stored in the 
rollback segments. In addition, the committed changes that were not written to the datafiles are written to the 
datafiles on disk. This committed information is derived from the online redo log file. 

During an instance crash, the database will not be closed or dismounted, and the uncommitted changes in the 
database will be rolled back. Also, the committed changes contained in database buffers of the database buffer 
cache and the redo buffers in the redo log buffer will not be written to the disk. The instance recovery procedure 
performs all these functions and synchronizes the datafiles and the control file. 

The option that states that the recovery is coordinated by the process monitor is incorrect because the recovery is 
coordinated by SMON. 

The option that states that the information required for recovery is derived from the alert log file is incorrect 
because the information is derived from the control file. 

Item: 39 (Ref:Cert-1Z0-062.3.2.2)

The database recovery is coordinated by the process monitor.

The uncommitted changes at the time of failure are rolled back from the database.

The committed changes in the database at the time of failure are written to the datafiles.

The information required for recovery is derived from the alert log file.

The lost changes in the database are recovered manually by starting a media recovery.

Answer:
The uncommitted changes at the time of failure are rolled back from the database.
The committed changes in the database at the time of failure are written to the datafiles.
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The option that states that the lost changes in the database are recovered manually by starting a media recovery 
is incorrect because the database is recovered automatically by Oracle. You are not required to manually perform 
a media recovery on the database. 

You are using Automatic Shared Memory Management (ASMM). Which initialization parameters are manually 
tuned, leaving the memory available for the automatically tuned parameters? (Choose all that apply.) 

Explanation:
Automatic shared memory management simplifies the configuration of the System Global Area (SGA). You can 
enable the automatic shared memory management by setting the SGA_TARGET parameter. The SGA_TARGET
parameter reflects the total size of the SGA. This parameter automatically manages the memory allocated for a 
specific set of individual components of the SGA. However, there are few components that take the memory from 
the SGA_TARGET parameter, leaving the memory available for the automatically tuned parameters. These SGA 
components need to be manually sized. 

The following table displays the manually sized SGA components that use SGA_TARGET space: 

The components which are automatically managed by the memory allocated to the SGA_TARGET parameter are 
displayed in the following table: 

Item: 47 (Ref:Cert-1Z0-062.3.1.1)

LOG_BUFFER
DB_CACHE_SIZE
LARGE_POOL_SIZE
DB_nk_CACHE_SIZE
DB_KEEP_CACHE_SIZE
DB_RECYCLE_CACHE_SIZE

Answer:
LOG_BUFFER
DB_nk_CACHE_SIZE
DB_KEEP_CACHE_SIZE
DB_RECYCLE_CACHE_SIZE
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Which view will you query to display the PFILE information currently in effect for a database that was started by 
using the initialization parameter file? 

Explanation:
The V$PARAMETER view displays the current initialization parameters in the database.

The V$SPPARAMETER view displays the parameters defined in the server parameter file (SPFILE) if the server 
parameter file was used to start the instance. If the SPFILE was not used to start the instance, the 
V$SPPARAMETER view will display FALSE for the ISSPECIFIED column for all parameters, and all parameters 
will have a null value for the VALUE column.

The V$DATABASE view displays database information such as database name, creation timestamp, and 
ARCHIVELOG mode. 

The V$CONTROLFILE view displays information about the names and locations of the control files of the 
database.

After changing some parameters in your initialization parameter file, you start the database in the NOMOUNT state 
using the following command: 

SQL> STARTUP NOMOUNT;

Item: 57 (Ref:Cert-1Z0-062.3.1.3)

V$DATABASE

V$PARAMETER

V$SPPARAMETER

V$CONTROLFILE

Answer:
V$PARAMETER

Item: 61 (Ref:Cert-1Z0-062.3.2.3)
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After this, you want to enable redo archiving, so you issue the following statement to mount the database: 

SQL> ALTER DATABASE MOUNT;

The database fails to mount. Which condition could be the reason for the failure? 

Explanation:
The control file in the database cannot be accessed. The reason this is correct is based upon understanding what 
happens during NOMOUNT, MOUNT, and OPEN. During the NOMOUNT stage, the Oracle software reads the 
parameter file and starts the instance. If the parameter file was not in the correct directory, did not have the 
correct name, or was corrupted, the error would be at the NOMOUNT stage. Also, the various default background 
processes are started and the memory for the various memory structures is allocated. If the OS were unable to 
start any more processes, or if there were not enough memory available, Oracle would be unable to start the 
instance and the error would occur at NOMOUNT. 

During the second stage, referred to as MOUNT, Oracle reads the control file. It knows where the control file(s) are 
located based upon the entry in the parameter file. When Oracle looks for the directory/filename specified as the 
control file(s), if the file(s) are notin the specified location, Oracle will be unable to proceed. Hence, if for any 
reason the control file cannot be accessed, the error will exist in the MOUNT stage, as in this scenario. 

The mount failure is not caused by the parameter file (PFILE or SPFILE) because that file is read at the time of 
the instance startup (NOMOUNT). 

The mount failure is not caused the datafiles or the redo log files because those are first accessed during the 
OPEN stage.

There are four Oracle databases running on the server. One of those databases is named ORCL. You want to 
monitor the startup and shutdown times of the ORCL Oracle database. 

Assuming you have not modified the default file name, which non-XML text file can you view to obtain information 
regarding the startup and shutdown of the ORCL database?

A datafile in the database cannot be accessed.

The control file in the database cannot be accessed.

The redo log files in the database cannot be accessed.

The parameter file in the database cannot be accessed.

Answer:
The control file in the database cannot be accessed.

Item: 76 (Ref:Cert-1Z0-062.3.3.4)

ora00122.trc

alert_orcl.log

orcl_alert.trc

log.xml
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Explanation:
To view the startup and shutdown times of the database, you can use the alert log file for the specific database. In 
previous Oracle Database versions, only one alert log existed, and it was a text file. Oracle 12c writes another 
XML version of the alert log file. Underneath the ADR home, the text version of the alert log file is stored in the 
trace directory, and the XML version is stored in the alert directory. The default name of the text alert log file is 
alert_<ORACLE_SID>.log. In this scenario, the default alert log file is alert_orcl.log because the name of 
the database is ORCL. 

The alert log file is a special trace file that stores information regarding the database and error messages related 
to the different processes running in the background of the Oracle database. The alert log file is recorded in 
chronological order, starting from the oldest activity. Oracle-tuning methodology focuses on certain aspects of 
information available in the alert_<ORACLE_SID>.log file to gather statistical information required for tuning. 

The ora00122.trc file is incorrect because it is a trace file. Startup- and shutdown-related information is not 
stored in trace files. These files store tracing information for the Oracle background processes. 

The orcl_alert.trc file is incorrect because this is a trace file and startup- and shutdown-related information 
is not stored in the trace files. 

The log.xml file is the name of the XML version of the alert log that is stored in the alert directory of the ADR 
home. 

You view the alert log file regularly to track important messages that may be generated. Which problems can be 
identified by using the alert log file? (Choose all that apply.)

Answer:
alert_orcl.log

Item: 91 (Ref:Cert-1Z0-062.3.3.2)

deadlocks occurring in the database 

the SYSTEM tablespace becoming full

a control file missing from the database

a redo log file missing from the database

users consuming a high amount of CPU

using the SYSTEM tablespace as the temporary tablespace

Answer:
deadlocks occurring in the database 
a control file missing from the database
a redo log file missing from the database
using the SYSTEM tablespace as the temporary tablespace
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Explanation:
The alert log file can be used to identify the following problems in a database: 

 A control file missing from the database 
 A datafile missing from the database 
 A redo log file or redo log member file missing from the database 
 The SYSTEM tablespace being used as the temporary tablespace 
 All internal, block corruption, and deadlock errors occurring in the database 

The alert log file can also be used to determine information about the administrative operations occurring for a 
database, such as creating, altering, or dropping tablespaces or other database startup and shutdown activities. 

The option stating you can identify the SYSTEM tablespace becoming full is incorrect because the alert log file 
cannot be used to identify this problem in the database. To check for space utilization in the SYSTEM tablespace, 
you can set a warning threshold that generates a warning alert when the SYSTEM tablespace is becoming full. 

The option stating you can identify users consuming a high amount of CPU is incorrect because the alert log file 
cannot be used to identify the users who are using a high amount of CPU. To identify the users using a high 
amount of CPU time, you can use Automatic Database Diagnostic Monitor (ADDM). 

You issue the following statement: 

ALTER SYSTEM SET UNDO_TABLESPACE='UNDOTEMP' SCOPE=SPFILE;

Which statement about the result of executing this statement is true? 

Explanation:
With the given statement, the change will be persistent across instance shutdown and startup. You can use the 
ALTER SYSTEM SET statement to change the value of the instance parameters. The SCOPE clause determines 
the scope of the change. The valid SCOPE values are as follows:

 MEMORY - Changes the parameter value only in the currently running instance. 
 SPFILE - Changes the parameter value in the SPFILE only. 

Item: 106 (Ref:Cert-1Z0-062.3.1.2)

The change will only be made in the instance currently running.

The change will be persistent across instance shutdown and startup.

The change will be made in both the currently running instance and the SPFILE.

The statement will fail because the only valid SCOPE values are MEMORY and BOTH.

Answer:
The change will be persistent across instance shutdown and startup.
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 BOTH - Changes the parameter value in the currently running instance and the SPFILE. 

In the given statement, SCOPE is specified as SPFILE. Therefore, the change to the UNDO_TABLESPACE
parameter will be made in the SPFILE only. Changes made to the SPFILE are persistent across instance 
shutdown and startup. 

The option stating that the changes will only be made in the instance currently running is incorrect because the 
changes will not be made to the currently running instance. The changes will be made only to the SPFILE. The 
changes will take effect when the database is started up the next time. 

The option stating that the changes will be made in the currently running instance and the SPFILE is incorrect 
because the changes will not be made in the currently running instance. 

The statement will not fail because you can use SPFILE as a valid value in the SCOPE clause of the ALTER 
SYSTEM SET statement. 

Your database instance fails to start when you issue the following command: 

SQL> STARTUP NOMOUNT;

Which of the following could be the reasons for the failure? (Choose two.)

Explanation:
The Oracle database instance will fail to start if the Oracle database is unable to read the initialization parameter 
file. During the NOMOUNT stage of database startup, the initialization parameter file is read. The initialization 
parameter file contains the Oracle database instance parameters and the values defined for these parameters. A 
few of those parameters define the size of the memory structures that will make up the SGA for this new instance. 
However, if the operating system is unable to allocate the amount of memory being requested at this phase, the 

Item: 117 (Ref:Cert-1Z0-062.3.2.1)

The Oracle database cannot read the datafiles.

The Oracle database cannot read the control file.

The operating system does not have sufficient memory as requested in your parameter file for the SGA 
memory structures.

The Oracle database cannot read the redo log files.

The Oracle database cannot read the initialization parameter file.

Answer:
The operating system does not have sufficient memory as requested in your parameter file for 
the SGA memory structures.
The Oracle database cannot read the initialization parameter file.
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STARTUP NOMOUNT will fail.

The datafiles are read after the Oracle database instance is started. The datafiles and redo log files are read at 
the OPEN stage during database startup. 

The control file is read-only after the Oracle database instance is started. The control file is read at the MOUNT
stage of database startup. 

The redo log files are read after the Oracle database instance is started. The datafiles and the redo log files are 
read at the OPEN stage during database startup.

Your production database has crashed due to media failure. After analysis, you discover that the instance 
crashed because some database files were located on failed media. 

Which file contains detailed information about the background processes, the files that caused the instance to 
crash, and the time of the crash? 

Explanation:
The alert log file stores information about the background processes and the time of the instance crash.

With Oracle 11g and later, you use the DIAGNOSTIC_DEST initialization parameter to specify the ADR root 
directory. The ADR root directory provides a directory structure called an ADR home for each database instance 
that contains diagnostic data for that instance. Underneath the ADR root directory, each ADR home contains 
subdirectories that contain diagnostic data. The text version of the alert log file is stored in the trace directory, and 
the XML version is stored in the alert directory. 

The datafiles do not store information about the background processes and the time of the instance crash. The 
datafiles contain the user data. 

The control file does not store information about the background processes and the time of the instance crash. 
The control file stores the structural information of the database. 

The redo log files do not store information about the background processes and the time of the instance crash. 
The redo logs are used to record every change in the database.

Item: 119 (Ref:Cert-1Z0-062.3.3.5)

datafile

control file

alert log file

redo log file

Answer:
alert log file

Oracle Database Management Tools
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Which database administrative tool would you use to upgrade or migrate an Oracle database?

Explanation:
You would use the Oracle Database Upgrade Assistant. The Oracle Database Upgrade Assistant is used to 
migrate or upgrade an existing Oracle database.

You would not use the User Migration Utility. This tool is used to migrate existing Oracle database users to a 
directory.

You would not use the Oracle Enterprise Manager Load Wizard. This tool provides a wizard interface to assist the 
database administrator in loading data into an Oracle database.

You would not use the Oracle Enterprise Manager Console. This tool is used to start, stop, and manage Oracle 
databases.

Which tool is automatically launched when you install Oracle Database 12c using Oracle Universal Installer (OUI), 
and allows you to create and configure a database during installation?

Explanation:

Item: 6 (Ref:Cert-1Z0-062.2.1.3)

User Migration Utility

Oracle Database Upgrade Assistant

Oracle Enterprise Manager Load Wizard

Oracle Enterprise Manager Console

Answer:
Oracle Database Upgrade Assistant

Item: 103 (Ref:Cert-1Z0-062.2.1.1)

Database Configuration Assistant (DBCA)

Database Upgrade Assistant (DBUA)

Enterprise Manager (EM)

Oracle Secure Backup

Answer:
Database Configuration Assistant (DBCA)
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Database Configuration Assistant (DBCA) is automatically launched when you install Oracle Database 12c using 
Oracle Universal Installer (OUI). This tool allows you to create and configure a database during installation. DBCA 
allows you to set many configuration options, such as providing a password for the SYS, SYSTEM, SYSMAN, and 
DBSNMP accounts, configuring the database to use Automatic Storage Management (ASM), enabling daily 
backup of the database, configuring the database to run as a shared server, configuring the database to use 
password file authentication, and configuring the database to be managed using Enterprise Manager. 

Database Upgrade Assistant (DBUA) is used to migrate or upgrade existing Oracle databases.

Enterprise Manager (EM) is a graphical tool that allows you to stop, start, and manage your Oracle database. 

Oracle Secure Backup provides tape backup management functionality.

You want to load data from an external file into your newly created Oracle database. Which Oracle tool should 
you use? 

Explanation:
You should use SQL*Loader to load data from external flat files into your Oracle Database. You can use 
SQL*Loader to load one or more files during a load process.

Data Pump is a tool used to transfer data from one Oracle database to another.

Database Configuration Assistant (DBCA) is a tool used to create, configure, and delete Oracle databases and to 
manage database templates. 

SQL*Plus is a command-line tool used to issue SQL statements and manage your Oracle database.

After installing Oracle 11g on your host computer, you have decided to use Optimal Flexible Architecture (OFA) 
for managing the database. 

Item: 104 (Ref:Cert-1Z0-062.2.1.2)

Data Pump

Database Configuration Assistant (DBCA)

SQL*Plus

SQL*Loader 

Answer:
SQL*Loader 

Oracle Software Installation Basics
Item: 78 (Ref:Cert-1Z0-062.21.1.1)
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Which statements reflect the benefits of using an OFA-compliant database? (Choose all that apply.) 

Explanation:
The benefits of using an OFA-compliant database are that it helps manage database growth, it organizes 
software and data on disk, and it helps eliminate fragmentation of free space in the data dictionary, isolates other 
fragmentation, and minimizes resource contention. OFA is a standard that provides certain file naming, file 
placing, and other configuration guidelines for the database. These standards ensure reliable Oracle installations 
that require less maintenance. The OFA guidelines can be used in organizing the file system, distributing I/O 
loads, facilitating hardware support, implementing consistency in distributing home directories, and using 
consistent naming for database files. The benefits of OFA include organizing large amounts of data on disk and 
facilitating administrative tasks, such as software maintenance and data backup functions. 

The option that states that OFA facilitates self-tuning of databases is incorrect. Self-tuning cannot be done using 
OFA. The information regarding tuning of databases can be acquired from the different advisors and views 
available in Oracle. 

The option that states that OFA facilitates automatic naming of tablespaces and datafiles created in the database 
is incorrect. Automatic naming of tablespaces is not possible. However, you can enable automatic naming of 
datafiles using Oracle-Managed Files (OMF). 

You are installing Oracle Database 11g and want to comply with Optimal Flexible Architecture (OFA) guidelines. 
Which action is recommended to ensure OFA compliance?

It helps manage database growth.

It facilitates self-tuning of the database.

It organizes software and data on disk.

It helps eliminate fragmentation of free space in the SYSTEM tablespace.

It facilitates automatic naming of tablespaces and datafiles created in the database.

Answer:
It helps manage database growth.
It organizes software and data on disk.
It helps eliminate fragmentation of free space in the SYSTEM tablespace.

Item: 88 (Ref:Cert-1Z0-062.21.1.2)

Setting up the flash recovery area and datafiles on the same physical disk

Locating your datafiles under the Oracle base

Explicitly setting the ORACLE_HOME environment variable

Setting up the flash recovery area under the Oracle home

Answer:
Locating your datafiles under the Oracle base
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Explanation:
You should locate your datafiles under the Oracle base to be compliant with OFA guidelines. You should also 
locate your flash recovery area under the Oracle base, place each on separate disks, and explicitly specify a 
value for the ORACLE_BASE environment variable during installation. 

Setting up the flash recovery area and datafiles on the same physical disk would not be compliant with OFA 
guidelines. You should set up the flash recovery area on one disk and the location for datafiles on a different disk.

Explicitly setting the ORACLE_HOME environment variable would not be compliant with OFA guidelines. In previous 
releases, you had to specify the ORACLE_HOME environment variable, but with 11g, ORACLE_HOME is determined 
by the value given to the ORACLE_BASE environment variable. This allows you to have multiple Oracle homes that 
share the same Oracle base. To be OFA-compliant, you should explicitly set the ORACLE_BASE parameter during 
installation rather than accepting the default value.

Setting up the flash recovery area under the Oracle home would not be compliant with OFA guidelines. You 
should set up the flash recovery under the Oracle base, rather than the Oracle home.

You are working on a 24 x 7 database. You want to design a backup strategy for your database. 

Which statement must be true to ensure back up for a 24 x 7 database?

Explanation:
To ensure backup for a 24 x 7 database, the database should be running in the ARCHIVELOG mode. On a 
database that is running in a 24 x 7 setup, you must back up the database without shutting it down. To enable 
this, the database must be running in the ARCHIVELOG mode. When the database is running in the ARCHIVELOG
mode, it can be backed up by using RMAN or by using a user-managed backup procedure. You cannot perform 
an open database backup of the database if the database is running in the NOARCHIVELOG mode. In the given 
scenario, the database is running 24 hours a day, 7 days a week. This means that the database cannot be shut 
down to perform backups. 

The option stating that the database should be running in the NOARCHIVELOG mode is incorrect because if your 

Performing Database Backups
Item: 1 (Ref:Cert-1Z0-062.13.2.5)

The database should be running in the ARCHIVELOG mode.

The database should be running in the NOARCHIVELOG mode.

All the tablespaces in the database should be locally managed.

All the tablespaces in the database should be dictionary-managed.

The SYSTEM tablespace in the database should be locally managed.

All the tablespaces in the database should be in the read-only mode.

Answer:
The database should be running in the ARCHIVELOG mode.
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database is running 24 hours a day, 7 days a week, you must perform a backup of the database when the 
database is up. This is not possible if the database is running in the NOARCHIVELOG mode. 

All of the tablespaces in the database do not need to be locally managed. Both dictionary-managed and locally 
managed tablespaces can be backed up in a hot database as long as it is running in ARCHIVELOG mode. 
Similarly, all tablespaces in the database do not need to be dictionary-managed.

The SYSTEM tablespace in the database does not need to be locally -managed. Both dictionary-managed and 
locally managed tablespaces, including the SYSTEM tablespace, can be backed up in a hot database as long as it 
is running in ARCHIVELOG mode.

It is not required for all tablespaces in the database to be in the read-only mode because not all tablespaces in 
the database can be placed in the read-only mode. The SYSTEM, SYSAUX, default undo tablespace, and default 
temporary tablespace in the database cannot be placed in the read-only mode. Again, the determinator of 
whether the database can be backed up while it is running depends solely on whether the database is running in 
ARCHIVELOG or NOARCHIVELOG mode.

You are scheduling automatic backups of the database. Which Object Type options can you specify to perform a 
backup in the section of the Schedule Backup page? (Choose all that apply.) 

Explanation:
You can specify the Datafiles, Archivelogs, Tablespaces, or Whole Database option when using the backup 
scheduler. These options appear in the Customized Backup section of the Schedule Backup page. The Whole 
Database backup option will include the server parameter file and all the datafiles, archive redo logs, and control 
files in the database. 

Tables is not a valid option available on the Schedule Backup page. You cannot schedule a backup for individual 
tables in a database. However, you can perform a table-mode export to maintain a copy of the table and guard 
against accidental deletion of the table. 

Item: 4 (Ref:Cert-1Z0-062.13.4.1)

Tables

Datafiles

Archivelogs

Control files

Tablespaces

Password files

Parameter files

Whole Database

Answer:
Datafiles
Archivelogs
Tablespaces
Whole Database
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Control files is not a valid option available on the Schedule Backup page. The control file will be automatically 
backed up when the Whole Database option is used. 

Password files is not a valid option available on the Schedule Backup page. The password file is an OS file and 
should be backed up by using OS commands. 

Parameter files is not a valid option available on the Schedule Backup page. The server parameter file will be 
automatically backed up when the Whole Database option is used. 

The database of your company is running in the NOARCHIVELOG mode, mainly due to the very low volume of 
transactions on their database and the cost savings due to the reduced need for storage in the NOARCHIVELOG
mode. Changes to this database are all made by one administrative assistant, averaging about 10 minutes of data 
entry work each day. Furthermore, through paper records, the data entry work can be recreated and reentered 
into the database when necessary. 

It is critical that your database is kept current, but should there be a failure, it is acceptable that 30 minutes of data 
entry work be performed after the DBA restarts the database in order to bring the database current. You must 
design a backup strategy. 

Which option will ensure the best results in this scenario? 

Explanation:
You should take a cold backup of the database every three days. In this scenario, you can only take a cold 
backup of your database because your database is running in the NOARCHIVELOG mode. You cannot perform 
any other type of backup when your database is running in the NOARCHIVELOG mode. Also, the database does 
not change frequently. Therefore, you should take a full backup of your database every three days instead of 
taking a full backup every night. 

The option to take an open database backup every week is incorrect because you cannot perform an open 
database backup when your database is running in the NOARCHIVELOG mode. 

The option to take a cold backup of the database every night is incorrect because in this scenario, the data in the 
database does not change frequently. Therefore, taking a cold backup every night is not necessary. You can take 
a cold backup every three days and minimize downtime. 

The option to take a hot backup of the database by sequentially placing the tablespaces in the online backup 
mode is incorrect because you cannot place the tablespaces in the online backup mode when the database is 
running in the NOARCHIVELOG mode. You can place the tablespaces in the online backup mode when your 
database is running in the ARCHIVELOG mode.

Item: 13 (Ref:Cert-1Z0-062.13.2.1)

Take an open database backup every week.

Take a cold backup of the database every night.

Take a cold backup of the database every three days.

Take a hot backup of the database by sequentially placing the tablespaces in the online backup mode.

Answer:
Take a cold backup of the database every three days.
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You are a database administrator working on the PROD database. Your database is running in the 
NOARCHIVELOG mode. Two datafiles in your database, DA1.DBF and IND1.DBF, are offline, and the EX2.DBF 
datafile is READ ONLY. You want to back up your database to guard against failure. 

Which method can you employ to back up your database? 

Explanation:
In this scenario, your database is in the NOARCHIVELOG mode. Therefore, you can only perform a consistent 
backup. To create this consistent backup, bring the two offline datafiles online, which will allow Oracle to update 
the headers to the same SCN as the other online read/write datafiles. Do the same with the READ ONLY datafile if 
that datafile has been in read/write mode since the last time the file was backed up. If the datafile exists on a read 
only device such as a DVD it does not need to be backed up again because it would be impossible for that datafile to have 
been in read/write mode since the last time the file was backed up. A shutdown normal will make sure the SCN in the 
headers of all datafiles will match the SCN in the controlfile. Since you now have a consistent set and the 
database is cold, you can go ahead and make your o/s copies of the datafiles and controlfiles.

You cannot take a full backup of the database when the database is open because you cannot perform an open 
database backup of a database running in the NOARCHIVELOG mode. If the database is running in the 
NOARCHIVELOG mode, you can only perform a backup after the database is shut down. 

You cannot bring the offline datafiles online and take a backup of all the online datafiles, the READ ONLY datafile, 
and the control file. You cannot take an open database backup of a database running in the NOARCHIVELOG
mode. An open database backup in the NOARCHIVELOG mode is invalid. 

You cannot back up the offline and read-only datafiles and take a backup of all the online datafiles one by one by 
placing them in the online backup mode because the datafiles cannot be placed in the backup mode if the 
database is running in the NOARCHIVELOG mode.

Item: 14 (Ref:Cert-1Z0-062.13.2.4)

Take a full backup of the database now.

Shut down the database and take a full backup of all the datafiles and the control file.

Shut down the database, then open the database in the MOUNT state and then back up all the datafiles and 
the control file of the database.
Bring the offline datafiles online and take a backup of all the online datafiles, the READ ONLY datafile, and 
the control file.
Bring the two offline datafiles online, make the READ ONLY datafile READ/WRITE, perform a database 
shutdown normal, and then make a copy of all the datafiles and the controlfile.
Back up the offline and READ ONLY datafiles. Take a backup of all the online datafiles one by one by placing 
them in the online backup mode. Back up the control file.

Answer:
Bring the two offline datafiles online, make the READ ONLY datafile READ/WRITE, 
perform a database shutdown normal, and then make a copy of all the datafiles 
and the controlfile.
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The database of your company is running in the ARCHIVELOG mode. You use Recovery Manager (RMAN) to 
implement backup and recovery in your database. On Tuesday, after the incremental level 0 backup, you take an 
incremental level 1 backup of the database. 

Which data blocks will be backed up by this incremental level backup if the backup taken is a cumulative 
incremental backup?

Explanation:
In this scenario, the data blocks that have been modified after the incremental level 0 backup will be backed up. 
When you perform an incremental level 1 backup using RMAN, all the blocks modified after the incremental level 
0 backup are backed up. The incremental level 0 backup is used as a base backup to ensure that incremental 
backups will back up only the data blocks that have been changed since the incremental level 0 backup. 

All the data blocks in the database will not be backed up because the incremental level 1 backup does not back 
up all the data blocks in the database. All the data blocks in the database will be backed up if you use the user-
managed backup strategy to back up all the datafiles in the database, or if you take another level 0 backup. 

All the used data blocks in the database will not be backed up because the incremental level 1 backup does not 
back up all the used blocks in the database. All the used blocks in the database are backed up if you perform a 
full backup or an incremental level 0 backup using RMAN. 

All the unused data blocks in the database will not be backed up because the incremental level 1 backup does not 
back up all the unused blocks in the database. RMAN cannot be used to back up the unused data blocks in the 
database. 

The data blocks that have been added since the last full backup will not be the only data blocks backed up 
because the incremental level 1 backup backs up the data blocks that have been added since the last full backup 
and the data blocks that have been modified since the last full backup. 

The data blocks that are different from the incremental level 2 backup will not be backed up. The incremental level 
1 backup does not back up the blocks that are different from the incremental level 2 backup. The incremental 
level 2 backup will back up the database blocks that have been changed since the incremental level 1 backup. 

The data blocks that have been changed after the backup taken on Monday might not be backed up. The 
incremental level 1 backup will back up the data blocks that have changed after the level 0 backup. However, this 
level 0 backup might not have been taken on Monday.

Item: 15 (Ref:Cert-1Z0-062.13.3.4)

all the data blocks in the database

all the used data blocks in the database

all the unused data blocks in the database

only the data blocks that have been added since the last full backup

the data blocks that are different from the incremental level 2 backup

the data blocks that have been changed after the backup taken on Monday

the data blocks that have been modified after the incremental level 0 backup

Answer:
the data blocks that have been modified after the incremental level 0 backup
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You perform an incremental level 0 backup of your database. Which database files does the incremental level 0 
backup contain?

Explanation:
The incremental level 0 backup will contain all the datafiles. When you perform an incremental level 0 backup 
using RMAN, the backup contains all the datafiles in the database. This backup acts as the base level backup for 
all the incremental level backups. When you perform a base level or level 0 backup, it will back up all the used 
data blocks in the datafiles. Consequently, when you perform an incremental level 1 backup, only the blocks 
changed since the level 0 backup are backed up. An incremental level backup can be performed on datafiles, 
tablespaces, and the complete database. 

The incremental level 0 backup will not contain only all of the online datafiles because all the online and offline 
datafiles are backed up when you perform an incremental level 0 backup. 

The incremental level 0 backup will not contain the control file, password file, parameter file, archived log files, or 
redo log files of the database because none of these files is backed up when you perform an incremental level 0 
backup. 

The incremental level 0 backup will not contain all the datafiles except the read-only datafiles because even the 
read-only datafiles are backed up when you perform an incremental level 0 backup.

How should you back up a database running in NOARCHIVELOG mode to safeguard the database against 
potential failures?

Item: 27 (Ref:Cert-1Z0-062.13.3.3)

all the datafiles

only all the online datafiles

the control file of the database

the password file of the database

the parameter file of the database

the archived log files of the database

the online redo log files of the database

all datafiles except the read-only datafiles

Answer:
all the datafiles

Item: 32 (Ref:Cert-1Z0-062.13.2.2)

In an open database, perform a full export of the database.

In an open database, create a full database backup using RMAN.
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Explanation:
To back up a database running in NOARCHIVELOG mode, you must perform a closed database backup. In a 
closed database, you must create a full database backup using your operating system utilities. This full database 
backup includes datafiles, control files, and the online redo log files. When the database is running in 
NOARCHIVELOG mode, you can only perform a closed database backup. An open database backup is not valid for 
a database running in NOARCHIVELOG mode because the datafiles are not synchronized when the database is 
open and you do not have the archive redo logs to synchronize the datafiles. 

The option stating that in an open database you should perform a full export of the database is incorrect because 
an export is just a logical copy of the various database ojects made at the time you performed the export. Even if 
your database was running in ARCHIVELOG mode, there is no way to use archivelog files to somehow create a 
consistent set of files. Export is a valuable tool for moving logical objects around in your database, but it can't 
replace the physical backup strategy you must have in place to be prepared for the possibility of media failure. 

The option stating that in an open database you should create a full database backup using RMAN is incorrect 
because you cannot perform an open database backup for a database running in NOARCHIVELOG mode. Even if 
RMAN is used to back up the database, you must close the database to perform a backup of the database. To 
use RMAN to back up a database when it is open, the database must be running in ARCHIVELOG mode. 

The option stating that in an open database you should place the tablespaces in backup mode one by one and 
back up the associated datafiles is incorrect. When a database is running in NOARCHIVELOG mode, you cannot 
place the tablespace in backup mode. Therefore, you cannot perform a backup using this technique when the 
database is running in NOARCHIVELOG mode. To back up a database by placing the tablespaces in the online 
backup mode, you must run the database in ARCHIVELOG mode.

You are working on the PROD database, which is running in the ARCHIVELOG mode. The data in the database 
changes rapidly and downtime is not allowed. You are required to design a suitable backup strategy that should 
not increase the workload on the database. A cold backup of your database takes three hours. 

Which backup strategy will be appropriate in this scenario? 

In a closed database, create a full database backup using your operating system utilities.

In an open database, place the tablespaces in backup mode one by one and back up the associated 
datafiles.

Answer:
In a closed database, create a full database backup using your operating system utilities.

Item: 41 (Ref:Cert-1Z0-062.13.3.2)

Take a cold backup of the database every night.

Take a full image copy of all the datafiles in the database every night.

Take a cold backup of the database once a week and export the updated tables every night.

Take a full image copy of all the datafiles in the database once a week and enable the block change tracking 
feature.
Take a level 0 backup of the database every week, take an incremental level 1 backup every night, and 
enable the block change tracking feature.

Take an incremental level 1 backup of the database every week, take a level 0 backup every night, and 
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Explanation:
You should take a level 0 backup of the database every week, an incremental level 1 backup every night, and 
enable the block change tracking feature. The database cannot tolerate any downtime and the data changes 
rapidly. A level 0 backup is a complete database backup that includes all the used blocks in the database and is 
taken as a base for all further incremental backups. A level 1 backup is an incremental backup of the database. A 
level 1 backup will back up only those data blocks that have changed since the last level 0 backup. You should 
also enable the block change tracking feature. The block change tracking feature can be enabled for RMAN 
incremental backups. When the block change tracking feature is enabled, the information about changed blocks 
in every datafile is maintained in a change tracking file. This change tracking file is read by RMAN while 
performing incremental backups. This avoids scanning complete datafiles for determining changed blocks and 
improves performance of the incremental backups. 

The block change tracking feature can be enabled using the following statement: 

SQL> ALTER DATABASE ENABLE BLOCK CHANGE TRACKING;

This backup strategy ensures that daily changes in the database are backed up and time spent on backups is 
reduced. This will guard against failure because the data from the day's work is backed up every night by using 
the incremental level 1 backup. 

The option to take a cold backup of the database every night is incorrect because taking a cold backup will 
require you to shut down the database. In this scenario, you cannot do this because downtime is not allowed. 
Similarly, the option to take a cold backup of the database once a week and export the updated tables every night 
is incorrect because taking a cold backup requires the database to be shut down.

The option to take a full image copy of all the datafiles in the database every night is incorrect. The entire 
database must be backed up using this technique. This option will increase the workload on the database. 

The option to take a full image copy of all the datafiles in the database once a week and enable the block change 
tracking feature is incorrect because this will not ensure backup of the daily changes. Taking a full image copy of 
all the datafiles in the database once a week will back up the database on a weekly basis and not allow daily 
changes in the database to be backed up. The block change tracking feature is valid only for incremental backups 
in RMAN; it is not valid for image copies taken using RMAN. 

The option to take an incremental level 1 backup of the database every week, take a level 0 backup every night, 
and enable the block change tracking feature is incorrect because taking a level 0 backup of the database every 
night will increase the workload on the database. A level 0 backup is a complete database backup that includes 
all the used blocks in the database and is taken as a base for all further incremental backups. A level 1 backup is 
an incremental backup of the database. A level 1 backup will back up only those data blocks that have changed 
since the last level 0 backup. While designing a backup strategy, you must ensure that a level 0 backup is taken 
less frequently and a level 1 backup is taken more frequently. This will reduce the time required to perform 
backups. 

The option to take a level 0 backup of the database every night, take an incremental level 1 backup every one 
hour, and disable the block change tracking feature is incorrect because taking a full backup of the database 
every night will increase the workload on the database. 

enable the block change tracking feature.
Take a level 0 backup of the database every night, take an incremental level 1 backup every one hour, and 
disable the block change tracking feature.

Answer:
Take a level 0 backup of the database every week, take an incremental level 1 backup every 
night, and enable the block change tracking feature.
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Using the backup scheduler, you schedule a backup job to create a complete backup of your database every 
Saturday night. 

Which tool will the backup scheduler use to create a backup? 

Explanation:
The backup scheduler uses the Recovery Manager (RMAN) tool to create a complete backup of the database. 
The backup scheduler is located in Enterprise Manager and can be used to schedule periodic backups of your 
database. Scheduling a backup will generate an RMAN script that will execute at the scheduled time. 

The PL/SQL engine is not used to back up the database. The PL/SQL engine is used to compile PL/SQL 
programs and subprograms. 

Enterprise Manager is not used to back up the database. Enterprise Manager is used as an interface to schedule 
the backups that will be created by using RMAN.

The DBMS_JOB package is not used as a tool by the backup scheduler to create backups. The DBMS_JOB
package is used to schedule jobs, which can include database backups. 

Operating system utilities are not used to back up the database when the backups are scheduled by using 
Enterprise Manager. Operating system utilities can be used to create a backup by employing user-managed 
backup techniques.

You are using RMAN to perform backup and recovery on your database. The backup of one of the files was lost 
because of a failed disk controller. 

Which option correctly describes the information about the backup present in the RMAN repository? 

Item: 42 (Ref:Cert-1Z0-062.13.4.2)

the PL/SQL engine

Recovery Manager

Enterprise Manager

the DBMS_JOB package

operating system utilities

Answer:
Recovery Manager

Item: 43 (Ref:Cert-1Z0-062.13.5.2)

The status of the backup will be AVAILABLE in the RMAN repository.

All the information of the backup will be removed from the RMAN repository.

The status of the backup will be updated to EXPIRED in the RMAN repository.
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Explanation:
In this scenario, the status of the backup will be AVAILABLE in the RMAN repository. If a backup is removed 
without using RMAN commands, RMAN is not aware of the deleted status of the backup. Therefore, the status of 
the backup will be AVAILABLE until you use the CROSSCHECK BACKUP command to verify the status of the 
backup. When you run the CROSSCHECK BACKUP command, the status of the backup will be set to EXPIRED in 
the recovery catalog if the operating system file cannot be located. 

The option stating that all the information of the backup will be removed from the RMAN repository is incorrect 
because the backup will still be marked as AVAILABLE in the RMAN repository. The information will be removed 
from the RMAN repository when you delete the backup by using the DELETE command at the RMAN prompt. 
When you issue the DELETE command, the backup will also be deleted from the OS. 

The option stating that the status of the backup will be updated to EXPIRED in the RMAN repository is incorrect 
because the backup will still be marked as AVAILABLE in the RMAN repository. The status will be updated to 
EXPIRED if you use the CROSSCHECK command to verify the existence of the backup. 

The option stating that the status of the backup will be updated to DELETED in the RMAN repository is incorrect 
because the status will still be marked as AVAILABLE in the RMAN repository. This is because RMAN is 
unaware of the deleted status of the backup. 

The option stating that the status of the backup will be updated to OBSOLETE in the RMAN repository is incorrect 
because the status will still be marked as AVAILABLE in the RMAN repository. The status will be changed to 
OBSOLETE when the backup becomes older than the retention policy specified for the database.

In which scenario can you NOT create a backup without shutting down the database?

The status of the backup will be updated to DELETED in the RMAN repository.

The status of the backup will be updated to OBSOLETE in the RMAN repository.

Answer:
The status of the backup will be AVAILABLE in the RMAN repository.

Item: 63 (Ref:Cert-1Z0-062.13.2.6)

The database has only one control file.

The database has only two redo log file groups.

The database is running in the ARCHIVELOG mode.

The database is running in the NOARCHIVELOG mode.

You want to back up the SYSTEM tablespace in the database.

You want to back up a read-only tablespace in the database.

You want to back up a dictionary-managed tablespace in the database.
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Explanation:
You cannot create a backup of a database without shutting down the database when the database is running in 
the NOARCHIVELOG mode. A database running in the NOARCHIVELOG mode should always be backed up after a 
clean shutdown. If the database is backed up when the database is open, the backup created will not be valid for 
a recovery because no redo log files will be available to bring the database back to a consistent state. 

A database with only one control file can be backed up without the database being shut down provided it is 
running in the ARCHIVELOG mode. An image copy backup of the database and a backup of a database when the 
datafiles and control files are not synchronized can also be performed without shutting down the database. 

A database with only two redo log file groups can be backed up without the database being shut down provided it 
is running in the ARCHIVELOG mode. 

A database that is running in the ARCHIVELOG mode can be backed up without the database being shut down. 

You can back up the SYSTEM tablespace in your database when the database is open. The SYSTEM tablespace 
can be backed up when the database is online by placing the SYSTEM tablespace in the online backup mode and 
then copying the datafiles belonging to the SYSTEM tablespace. 

You can backup a read-only tablespace even when the database is open. You do not need to place the 
tablespace in the online backup mode because the tablespace is read-only and therefore, no changes are being 
made to the tablespace. To backup a read-only tablespace you must copy the datafiles belonging to the 
tablespace. 

You can back up a dictionary-managed tablespace even when the database is open. A dictionary-managed 
tablespace can be backed up by placing the tablespace in the online backup mode and copying the 
corresponding datafiles.

You are presently using RMAN backups to provide a backup mechanism for your database. You take a complete 
backup on the last day of each month. 

Which type of backup would you take during the month to help you minimize the time required to perform 
database backups? 

Answer:
The database is running in the NOARCHIVELOG mode.

Item: 82 (Ref:Cert-1Z0-062.13.3.1)

backup set

image copy

online backup

offline backup

incremental backup

Answer:
incremental backup
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Explanation:
When you want to minimize the time required to perform database backups, you should create an incremental 
backup. An incremental backup will back up only those data blocks that have changed since the last level 0 
backup. No other data blocks will be backed up, and this will considerably reduce the time required to perform the 
backup. 

Performing a backup in the form of backup sets does not reduce the time required for backups. A backup set is a 
format that can be used when creating backups. A backup set is a logical structure that can be created using 
RMAN and can contain backups of datafile, control files, archive redo logs, or the SPFILE. A backup set 
consumes less space than an image copy because the backup set includes only the used data blocks. 

Performing a backup in the form of image copies does not reduce the time required for backups. Image copies are 
a format used when creating backups. An image copy is a copy of the datafile and is similar to a copy created 
using OS utilities. 

Performing an online backup takes more time than performing an incremental backup because an online backup 
involves backing up all of the datafiles. Online backup of all the datafiles takes more time than an incremental 
backup because you must place all the datafiles in the online backup mode and then back up the datafiles. 

Performing an offline backup takes more time than performing an incremental backup because an offline backup 
involves a complete backup of all the datafiles. An offline backup involves shutting down the database and 
performing a complete database backup. In an incremental backup, only the blocks changed since last level 0 
backup are backed up, and it takes considerably less time than an offline backup.

Your database is running in NOARCHIVELOG mode. You execute the following statement:

ALTER TABLESPACE userts1 BEGIN BACKUP;

Which statement about the result of executing this statement is true? 

Explanation:
The statement generates an error because you are running in NOARCHIVELOG mode. To successfully execute 
this statement, the database must be mounted, open, and running in ARCHIVELOG mode. After executing this 
statement successfully, you could perform an online backup of the USERTS1 tablespace. With an online backup, 
the tablespace can be backed up while data continues to be written to it. 

The option that states the USERTS1 tablespace is placed in online backup mode is incorrect because you are 

Item: 93 (Ref:Cert-1Z0-062.13.2.3)

The USERTS1 tablespace is placed in online backup mode.

The USERTS1 tablespace is backed up to the destination specified by DB_RECOVERY_FILE_DEST.

The USERTS1 tablespace is taken offline.

The statement generates an error because you are running in NOARCHIVELOG mode.

Answer:
The statement generates an error because you are running in NOARCHIVELOG mode.
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running in NOARCHIVELOG mode. Instead, you will receive an ORA-01123: cannot start online backup; 
media recovery not enabled error.

The option that states the USERTS1 tablespace is backed up to the destination specified by 
DB_RECOVERY_FILE_DEST is incorrect. The DB_RECOVERY_FILE_DEST initialization parameter specifies the 
location of the flash recovery area.

The option that states the USERTS1 tablespace is taken offline is incorrect. To take a tablespace offline, you use 
the OFFLINE clause of the ALTER TABLESPACE statement.

Your database instance is running in ARCHIVELOG mode on a Unix server. Your database has the following 
initialization parameters set:

NAME TYPE VALUE
-------------------------------- ----------- ----------------------
db_recovery_file_dest string /u01/oradata/fra1
db_recovery_file_dest_size big integer 4G
diagnostic_dest string /u01/app/oracle
log_archive_config string 

In addition, no LOG_ARCHIVE_DEST_n locations have been configured.

You receive the following error messages:

ORA-19809: limit exceeded for recovery files
ORA-19804: cannot reclaim 26523 bytes disk space from 4294967296 limit

Which action should you take to resolve the error?

Explanation:
You should use the BACKUP RECOVERY AREA command to back up the flash recovery area and delete the 
backed up files. You received these error messages because the flash recovery area is full and Oracle cannot 
reclaim any space by deleting transient files. When this occurs, you must perform an action to ensure more space 
is available in the flash recovery area. One way to accomplish this is to use the BACKUP RECOVERY AREA
command to back up all files in the recovery area except flashback log files to tape, and then delete the backed-

Item: 107 (Ref:Cert-1Z0-062.13.5.1)

Modify the RMAN backup retention policy to increase backup retention time. 

Change the archive logging mode to NOARCHIVELOG mode.

Manually delete files from the flash recovery area using OS commands.

Use the BACKUP RECOVERY AREA command to back up the Fast Recovery Area (FRA) and delete the 
backed up files.

Answer:
Use the BACKUP RECOVERY AREA command to back up the Fast Recovery Area 
(FRA) and delete the backed up files.
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up files. You could also increase the DB_RECOVERY_FILE_DEST_SIZE to make more disk space available in the 
flash recovery area, change the RMAN retention policy or archived log deletion policy so that fewer files are kept 
in the flash recovery area, or delete files from the flash recovery area using RMAN commands. As your flash 
recovery area fills up, you will receive ORA-19815 warnings in the alert file, which instruct you to perform one of 
these tasks before the flash recovery area is completely full. 

You should not modify the RMAN backup retention policy to increase backup retention time. This would cause 
backup files to be kept longer in the flash recovery area. If you wanted to modify the backup retention time to 
correct the error, you would decrease the backup retention time instead. 

You should not change the archive logging mode to NOARCHIVELOG mode. 

You should not manually delete files from the flash recovery area using OS commands. You should use RMAN 
instead. Although you could use OS commands, you would then need to run cross checks so that the database 
would be aware of these deletions. 

In which two scenarios is a backup considered to be inconsistent? (Choose two.)

Explanation:
An inconsistent backup is a backup where the SCN stored in the header of at least one of the datafiles doesn't 
match the SCN value stored in the control file. If you copied the datafiles in the database during the period that 
database was running, the SCN number in the headers for each of the datafiles will not be equal to the SCN value 
in the control file because the datafiles are in constant change. This mismatch is the definition of an inconsistent 
backup. 

A consistent backup is a backup that is taken when the database has been shutdown properly.. In a consistent 
backup, the SCN in the datafile headers matches the SCN in the control file.

A backup is considered to be inconsistent in the following scenarios: 

 You perform a backup of a database after an instance crash. In this scenario, the database files are not 
synchronized. Therefore, the database backup is considered inconsistent. 

 You perform a backup of datafiles in a tablespace after placing the tablespace in backup mode. When a 

Item: 108 (Ref:Cert-1Z0-062.13.1.1)

You perform a backup of a database after an instance crash.

You perform a backup of a closed database that is running in the ARCHIVELOG mode.

You perform a backup of a closed database that is running in the NOARCHIVELOG mode.

You perform a backup of the datafiles in a tablespace after placing the tablespace in the begin backup
mode.
You perform a backup of a database that is running in the NOARCHIVELOG mode when the database is in the 
MOUNT state.

Answer:
You perform a backup of a database after an instance crash.
You perform a backup of the datafiles in a tablespace after placing the tablespace in the begin 
backup mode.
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tablespace is placed in backup mode, the datafiles in the tablespace are not consistent. Backup of these 
datafiles will be an inconsistent backup. Even though this type of backup is considered inconsistent, it is 
still usable for recovery if all of the archived logs exist from the point of the earliest backed up file all the 
way through the point of failure.

If you perform a backup of a closed database that is running in the ARCHIVELOG mode, this will be considered a 
consistent backup. A closed database backup is always a consistent backup as long as the database was cleanly 
shut down. This is true for a database running in either the ARCHIVELOG or NOARCHIVELOG mode. 

If you perform a backup of a closed database running in the NOARCHIVELOG mode, this will be considered a 
consistent backup. A closed database backup is always consistent as long as the database was shutdown 
cleanly. This is true for a databases running in either the ARCHIVELOG or NOARCHIVELOG mode. 

If you perform a backup of a database that is running in the NOARCHIVELOG mode when the database is in the 
MOUNT state, this will be considered a consistent backup as long as the database was shutdown cleanly. A 
database backup when the database is in the MOUNT state will always lead to a consistent backup as long as the 
database was cleanly shut down. The reason for this is that the datafiles are not open in the MOUNT state and are 
therefore consistent. If your database was not cleanly shut down and you wanted to make a cold backup, then 
you would need to open the database again, then immediately perform a clean shutdown. When the clean 
shutdown is complete, you can make your consistent backup.

You know that the KIT1 schema in your database has issues.You want to run an ADDM analysis but exclude 
Segment Advisor suggestions. 

Which procedure of the DBMS_ADDM package should you use? 

Explanation:
You should use the INSERT_SEGMENT_DIRECTIVE procedure. This procedure can be used to prevent ADDM 
reporting for a specific schema, segment, subsegment, or object. For example, the following will create a directive 
that will prevent ADDM from running Segment Advisor for the KIT1 schema: 

SQL> var taskname VARCHAR2(60) 

SQL> BEGIN 
2 :taskname := 'my_db_analysis_task'; 
3 DBMS_ADDM.INSERT_SEGMENT_DIRECTIVE(:taskname, 
4 'my analysis directive', 

Performing Database Maintenance
Item: 10 (Ref:Cert-1Z0-062.16.1.3)

INSERT_FINDING_DIRECTIVE

INSERT_SEGMENT_DIRECTIVE

INSERT_PARAMETER_DIRECTIVE

DELETE_FINDING_DIRECTIVE

Answer:
INSERT_SEGMENT_DIRECTIVE
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5 'KIT1'); 
6 DBMS_ADDM.ANALYZE_DB(:taskname, 2, 3); 
7 END;
/ 

The syntax of the INSERT_SEGMENT_DIRECTIVE procedure is: 

DBMS_ADDM.INSERT_SEGMENT_DIRECTIVE( task, directive, owner, object, subobject ); 

The arguments are defined as follows: 

 task : The name of the task to which the directive applies. If you specify NULL, the task applies to all 
subsequently created tasks. 

 directive : A unique directive name. 
 owner: The owner that should be excluded from the ADDM analysis. 
 object : The object that should be excluded from the ADDM analysis. 
 subobject : The subobject, such as a partition, that should be excluded from the ADDM analysis. 

You should note that you can only call the INSERT_SEGMENT_DIRECTIVE procedure for a specific task when the 
task's status is INITIAL, or you will receive an error. 

You should not use the INSERT_FINDING_DIRECTIVE procedure. You would use the 
INSERT_FINDING_DIRECTIVE procedure to suppress ADDM reporting for specific finding types. In Oracle 11g, 
findings are categorized, and you can suppress reporting of findings. The FINDING_NAME column of 
DBA_ADVISOR_FINDING_NAMES contains the types of findings that you can suppress. 

You should not use the INSERT_PARAMETER_DIRECTIVE procedure. You would use the 
INSERT_PARAMETER_DIRECTIVE procedure if you wanted to prevent ADDM from making suggestions to alter a 
specific initialization parameter. 

You should not use the DELETE_FINDING_DIRECTIVE procedure because it deletes a previously created 
directive. 

The users on your database are complaining of slow response to their queries. You are using the Automatic 
Database Diagnostic Monitor (ADDM) to monitor the database. The ADDM discovers that the log files in your 
database are small. 

Which other problems can the ADDM detect? (Choose all that apply.) 

Item: 45 (Ref:Cert-1Z0-062.16.2.1)

lock contention

missing offline datafiles

tablespace fragmentation

high checkpoint load cause

high PL/SQL and Java execution time

contention on the undo tablespace

Answer:
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Explanation:
The ADDM can detect the following common problems that arise in the database: 

 lock contention 
 high checkpoint load cause 
 high PL/SQL and Java execution time 
 CPU bottlenecks 
 improper Oracle Net connection management 
 I/O capacity 
 space allocation problems in Oracle memory structures 
 high load SQL statements

The ADDM runs periodically to analyze database performance. The ADDM also runs automatically after each 
Automatic Workload Repository (AWR) snapshot, performs analysis for the time period defined by the last two 
AWR snapshots, and stores the analysis results in the AWR. ADDM provides diagnostic information in the form of 
findings and usually recommendations for correcting the identified problems. 

ADDM cannot be used to detect missing offline datafiles. This problem is detected by Oracle when you try to 
change the status of the datafiles from offline to online. 

ADDM cannot be used to detect tablespace fragmentation. This problem is detected by the Segment Advisor. 

ADDM cannot be used to detect contention on the undo tablespace. This problem is detected by the Undo 
Advisor.

Which two statements about Automatic Workload Repository (AWR) baselines in Oracle 11g are true? (Choose 
two.)

lock contention
high checkpoint load cause
high PL/SQL and Java execution time

Item: 56 (Ref:Cert-1Z0-062.16.1.2)

All baselines are captured over a single time period.

Baselines are enabled by default if the STATISTICS_LEVEL parameter is set to TYPICAL or ALL.

The system-defined moving window baseline window size can be increased up to the value of the AWR 
retention period.

Baselines that have an expiration value of NULL will expire immediately.

Answer:
Baselines are enabled by default if the STATISTICS_LEVEL parameter is set to 
TYPICAL or ALL.
The system-defined moving window baseline window size can be increased up to the value of 
the AWR retention period.
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Explanation:
It is true that baselines are enabled by default if the STATISTICS_LEVEL parameter is set to TYPICAL or ALL. It 
is also true that the system-defined moving window baseline window size can be increased up to the value of the 
AWR retention period. If the STATISTICS_LEVEL parameter is set to BASIC, baselines are not automatically 
generated. 

AWR Baselines are used to analyze performance statistics for different time periods. An AWR baseline contains 
AWR snapshots over a single period of time or over a repeating time period. These are retained in the AWR 
indefinitely and can be used to analyze performance changes. Setting the STATISTICS_LEVEL parameter to 
TYPICAL or ALL enables baselines by default. 

Oracle 11g provides a default system-defined moving window baseline that includes all AWR data within the AWR 
retention period, which is eight days by default. You can increase the size of this window. For example, you might 
increase the size of this window when using adaptive thresholds, so that more information will be used to compute 
the threshold values. Note that the system-defined moving window cannot be larger than the AWR retention 
period, so you might have to increase the AWR retention period first. 
The option that states all baselines are captured over a single time period is incorrect. AWR baselines can be 
over a single time period or repeating. For example, a repeating baseline might be used to collect information 
each Friday from 6:00 PM until 8:00 PM. 

The option that states baselines that have an expiration value of NULL will expire immediately is incorrect. 
Baselines that have an expiration value of NULL never expire. 

Which statements about the Automatic Workload Repository (AWR) are true? (Choose all that apply.)

Explanation:
The following statements about the AWR are true:

Item: 58 (Ref:Cert-1Z0-062.16.1.1)

Tables in the AWR are stored in the SYSAUX tablespace and are owned by the SYS schema.

The default AWR retention period is 10 days.

By default, snapshots are taken and stored in the AWR every 60 minutes.

The AWR contains snapshots of database metrics that are used for self-tuning.

You can only access snapshots collected in the AWR using the DBMS_WORKLOAD_REPOSITORY package.

The SMON background process writes snapshots to the AWR at regular intervals.

Answer:
Tables in the AWR are stored in the SYSAUX tablespace and are owned by the SYS
schema.
By default, snapshots are taken and stored in the AWR every 60 minutes.
The AWR contains snapshots of database metrics that are used for self-tuning.
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 By default, snapshots are taken and stored in the AWR every 60 minutes.
 The AWR contains snapshots of database metrics that are used for self-tuning.
 The tables that comprise the AWR are owned by the SYS schema and they are stored in the SYSAUX 

tablespace

The AWR is a built-in repository containing statistics used for self-tuning and for investigating problems, such as 
object statistics, time usage statistics, high-load SQL statements, and session statistics.

The option that states the default AWR retention period is 10 days is incorrect. The default AWR retention period 
is eight days.

The option that states you can only access snapshots collected in the AWR using the 
DBMS_WORKLOAD_REPOSITORY package is incorrect. Snapshots in the AWR can be accessed using Enterprise 
Manager and using data dictionary views. The DBMS_WORKLOAD_REPOSITORY package allows you to manage 
information captured in the AWR, such as snapshots and baselines.

The option that states the SMON background process writes snapshots to the AWR at regular intervals is 
incorrect. The Manageability Monitor process (MMON) performs this task.

Which alert is written to the DBA_OUTSTANDING_ALERTS view?

Explanation:
The Tablespace Space Usage alert is written to the DBA_OUTSTANDING_ALERTS view because Tablespace 
Space Usage is a threshold-based alert. The DBA_OUTSTANDING_ALERTS view contains information about 
outstanding threshold-based alerts. The information about non-threshold-based alerts is written to the 
DBA_ALERT_HISTORY view and not to the DBA_OUTSTANDING_ALERTS view. When the problem related to an 
outstanding threshold-based alert is solved, the outstanding threshold-based alert is also written to the 
DBA_ALERT_HISTORY view. The DBA_ALERT_HISTORY view provides detailed information regarding all the 
alerts that have been cleared. For some of the threshold-based and non-threshold-based alerts, you can also 
refer to the Database Control Home page. This page contains detailed information regarding server-generated 
threshold-based and non-threshold-based alerts. 

The other options are incorrect because the Snapshot Too Old, Resumable Session Suspended, and Recovery 
Area Low On Free Space alerts are non-threshold-based alerts. The non-threshold-based alerts are directly 
written to the DBA_ALERT_HISTORY view and not to the DBA_OUTSTANDING_ALERTS view.

Item: 67 (Ref:Cert-1Z0-062.16.4.1)

Snapshot Too Old

Resumable Session Suspended

Tablespace Space Usage

Recovery Area Low On Free Space

Answer:
Tablespace Space Usage
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You execute the following query: 

SQL> SELECT object_name, status FROM dba_objects
WHERE owner='KITUSER3' and object_type='PROCEDURE';

Executing this statement produces the following result:

OBJECT_NAME STATUS 
--------------------- -----------
PROC1 INVALID
PROC2 INVALID
PROC3 VALID
PROC4 VALID

Which two statements about the procedures are always TRUE? (Choose two.)

Explanation:
The following statements about procedures are always true:

 Oracle maintains the information about the procedures you create in the data dictionary, including the 
name, the status, and the actual code. 

 The next time a user calls proc2, the database will attempt to automatically recompile the procedure.

The option that states proc1 and proc2 must be dropped and re-created to be usable is incorrect. They only 
need to be recompiled to be made usable. The next time a user calls an invalid procedure, the procedure is 
recompiled. If that is successful, the status of the procedure is changed to VALID and then the procedure is 
actually executed. If that's not successful, the status of the procedure remains INVALID and an error condition is 
created. Depending upon the reason the procedure is INVALID, it may recompile successfully without any 
change to the code. Other invalid procedures will only successfully recompile if the content of the source code of 
the procedure is updated. Since Oracle always attempts to recompile an invalid procedure whenever it is called, 
you could simply wait for the procedure to be called the next time, and hope that Oracle will be able to do so 
successfully without the need for you to change the code. If you wanted the procedure to be immediately usable 
without the first calling user needing to wait for the procedure to compile, you could compile it manually using the 
ALTER PROCEDURE...COMPILE statement. When you perform this task manually, it provides a quick answer to 
the question of whether or not the procedure is going to require some changes in order to successfully recompile. 

Item: 87 (Ref:Cert-1Z0-062.16.5.1)

Oracle maintains the information about the procedures you create in the data dictionary, including the name, 
the status, and the actual code.

Manually recompiling the proc1 and proc2 procedures will make those procedures valid.

The only way to make proc1 and proc2 usable is by dropping and re-creating them.

The next time a user calls proc2 the database will attempt to automatically recompile it.

Answer:
Oracle maintains the information about the procedures you create in the data dictionary, 
including the name, the status, and the actual code.
The next time a user calls proc2 the database will attempt to automatically 
recompile it.
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Which statement about using Data Recovery Advisor is TRUE?

Explanation:
When you issue a REPAIR FAILURE command to repair a failure, the failure is closed after it is repaired.

It is incorrect to state that you can run multiple REPAIR FAILURE commands concurrently. You receive an error if 
you attempt to run more than one repair at a time.

It is incorrect to state that if you issue an ADVISE FAILURE command and additional failures have been recorded 
in the ADR since the last LIST FAILURE command, the ADVISE FAILURE command fails. The ADVISE 
FAILURE command will execute using the failures recorded in the ADR as of the last LIST FAILURE command, 
but will also generate a warning for any additional failures recorded in the ADR since the last LIST FAILURE
command. 

It is incorrect to state that you can use the CHANGE FAILURE command only to modify the priority of a failure. 
You can also use the CHANGE FAILURE command to explicitly close an open failure.

In which situation might you execute the CHANGE FAILURE RMAN command?

Performing Database Recovery
Item: 22 (Ref:Cert-1Z0-062.14.2.2)

You can run multiple REPAIR FAILURE commands concurrently.

If you issue an ADVISE FAILURE command and additional failures have been recorded in the ADR since 
the last LIST FAILURE command, the ADVISE FAILURE command fails.

When you issue a REPAIR FAILURE command to repair a failure, the failure is closed after it is repaired.

You can use the CHANGE FAILURE command only to modify the priority of a failure.

Answer:
When you issue a REPAIR FAILURE command to repair a failure, the failure is 
closed after it is repaired.

Item: 31 (Ref:Cert-1Z0-062.14.2.3)

to list all failures recorded in the ADR since the last LIST FAILURE command

to generate the RMAN script to perform automated repairs

to change the status of an open failure to CLOSED

to change the priority of a critical failure

Answer:
to change the status of an open failure to CLOSED
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Explanation:
You might use the CHANGE FAILURE RMAN command to change the status of an open failure to CLOSED. The 
CHANGE FAILURE command can be used to explicitly close one or more open failures. For example, the 
following command explicitly closes open failure 7 recorded in the ADR: 

CHANGE FAILURE 7 CLOSE;

You cannot use the CHANGE FAILURE RMAN command to list all failures recorded in the ADR since the last 
LIST FAILURE command. To do so, you would re-execute another LIST FAILURE command.

You cannot use the CHANGE FAILURE RMAN command to generate the RMAN script to perform automated 
repairs. The ADVISE FAILURE RMAN command generates automated repair options and the RMAN script to 
perform the automated repairs.

You cannot use the CHANGE FAILURE RMAN command to change the priority of a critical failure. You can only 
use the command to change failures with HIGH or LOW priority. For example, the following command changes 
the priority of the high priority failure 7 recorded in the ADR to LOW: 

CHANGE FAILURE 7 PRIORITY LOW;

You are managing an Oracle 11g database. You are unable to start up the database because one of the datafiles 
of the database is corrupt. You want to determine the best method of recovering from this failure.

Which tool should you use? 

Explanation:
You should use the Data Recovery Advisor. In Oracle 11g, you can use the Data Recovery Advisor to quickly 
detect and analyze data failures, such as data corruption and loss, including situations in which you cannot start 
the instance because required database files are missing or corrupt. The Data Recovery Advisor makes 
recommendations on how to recover from the data loss and can even execute the repair process if desired. 

You should not use Database Replay. Database Replay is used to capture workload and play it back later. This 
allows you to capture actual workload and replay it back later in a test environment, which can be helpful when 
assessing the impact of a potential database or operating system upgrade or a configuration change. 

Item: 34 (Ref:Cert-1Z0-062.14.1.1)

Database Replay

The SQL Performance Analyzer

The Data Recovery Advisor

The Streams Performance Advisor

Answer:
The Data Recovery Advisor
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You should not use the SQL Performance Analyzer. SQL Performance Analyzer allows you to analyze how 
system changes might affect SQL performance.

You should not use the Streams Performance Advisor. The Streams Performance Advisor identifies and makes 
recommendations for improving performance in a Streams topology. 

You are managing an Oracle 11g database. When you attempt to start up your database, you receive an error 
indicating that one of the datafiles is missing. 

After starting your RMAN session, you execute the LIST FAILURE; command, which generates output indicating 
two high priority open failures. 

You want to repair these failures using Data Recovery Advisor. Which RMAN command should you execute next 
in your RMAN session?

Explanation:
You should execute the ADVISE FAILURE; command. The ADVISE FAILURE RMAN command displays 
information for identified failures previously recorded in the Automatic Diagnostic Repository (ADR), including the 
recommended manual and automated repairs. If no other clauses are specified, information for all open failures 
with a priority of HIGH and CRITICAL is displayed. When generating the automated repair options, the RMAN 
script to repair the failure is automatically created.

You should not execute the CHANGE FAILURE; command. The CHANGE FAILURE command is used to change 
the priority of an existing failure or explicitly close a failure. 

You should not execute the REPAIR FAILURE; command. If you attempt to execute the REPAIR FAILURE; 
command without first executing the ADVISE FAILURE; command in the session, the command fails. The 
REPAIR FAILURE command executes the previously generated RMAN script to repair the specified failures. 
After the failures are repaired, their status is changed to CLOSED. 

You should not execute the REPAIR FAILURE PREVIEW; command. If you attempt to execute the REPAIR 
FAILURE PREVIEW; command without first executing the ADVISE FAILURE; command in the session, the 
command fails. Specifying the PREVIEW clause with the REPAIR FAILURE command displays the RMAN script 
that will be used to perform the repair, but does not actually perform the repair.

Item: 48 (Ref:Cert-1Z0-062.14.2.4)

ADVISE FAILURE;

CHANGE FAILURE;

REPAIR FAILURE;

REPAIR FAILURE PREVIEW;

Answer:
ADVISE FAILURE;
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Which two statements about the Data Recovery Advisor are TRUE? (Choose two.)

Explanation:
Data Recovery Advisor can be used to detect and analyze data failures in a single-instance database, but not in a 
RAC environment. Also, Data Recovery Advisor will recommend manual repair for failures that require human 
intervention or can be repaired faster manually.

In Oracle 11g, you can use the Data Recovery Advisor to quickly detect and analyze data failures, such as data 
corruption and loss, including situations in which you cannot start the instance because required database files 
are missing or corrupt. The Data Recovery Advisor makes recommendations on how to recover from the data 
loss, and can even execute the repair process if desired. The Data Recovery Advisor can be used to detect and 
analyze data failures in a single-instance database, but not in a RAC environment. The Data Recovery Advisor 
makes both manual and automatic recommendations. For manual recommendations, it displays a checklist of the 
manual actions that should be taken to repair the data failure. It recommends manual actions for failures that 
require human intervention, such as an unplugged disk cable, or for failures that can be repaired more quickly 
manually, such as an erroneously renamed datafile. 

The option that states it only detects data failures identified when the database is open is incorrect. The Data 
Recovery Advisor also detects offline errors, such as if you cannot start your database because of missing or 
corrupt files.

The option that states it can only be accessed from the RMAN command line is incorrect. You can also access 
the Data Recovery Advisor from Enterprise Manager.

The option that states it can be used to detect and repair data failures on a standby database or failover to a 
standby database is incorrect. While the Data Recovery Advisor can be used to failover to a standby database, it 
cannot detect and repair data failures that occur on a standby database.

Which two statements are TRUE regarding unified auditing?

Item: 112 (Ref:Cert-1Z0-062.14.2.1)

It only detects data failures identified when the database is open.

It can only be accessed from the RMAN command line.

It can be used to detect and repair data failures on a standby database or failover to a standby database.

It can be used to detect and analyze data failures in a single-instance database, but not in a RAC 
environment.
It will recommend manual repair for failures that require human intervention or can be repaired faster 
manually.

Answer:
It can be used to detect and analyze data failures in a single-instance database, but not in a RAC 
environment.
It will recommend manual repair for failures that require human intervention or can be repaired 
faster manually.

Performing Post-Upgrade Tasks
Item: 69 (Ref:Cert-1Z0-062.29.1.1)
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Explanation:
The new unified audit trail feature in Oracle Database 12c combines the records from previously separate audit 
trails, such as fine-grained audit trails and the database audit trail, into one storage location. The single audit trail 
resides in a read-only table in the AUDSYS schema in the SYSAUX tablespace. 

The unified audit trail can capture audit information from Oracle Data Pump and Oracle Recovery Manager audit 
records. Unified auditing stores audit records from all sources by default, including SYS.AUD$ and 
DVYS.AUDIT_TRAIL$.

The remaining choices are incorrect.

Unified auditing can be enabled for non-CDBs. 

Enabling unified auditing does not cause an overhead hit to performance. However, unified auditing is not turned 
on by default. When you upgrade your database to Oracle Database 12c, you must manually migrate to unified 
auditing for Oracle Database. Your database may also operate with mixed mode auditing.

Examine the command:

SQL> AUDIT DROP ANY TABLE by HR by ACCESS;

Which statement is TRUE about this audit setting? 

It can be enabled only for multitenant container databases.

It creates a single audit trail that resides in a read-only table in the AUDSYS schema in the SYSAUX
tablespace.

It can capture audit information from Oracle Data Pump and Oracle Recovery Manager audit records.

It increases database performance overhead.

It is enabled by default.

It creates a single audit trail that resides in a read-only table in the SYSTEM tablespace.

Answer:
It creates a single audit trail that resides in a read-only table in the AUDSYS schema in the 
SYSAUX tablespace.
It can capture audit information from Oracle Data Pump and Oracle Recovery Manager audit 
records.

Item: 98 (Ref:Cert-1Z0-062.29.1.2)

An audit record is created for the session if HR successfully drops one or more tables in a session.

An audit record is created for each drop table command executed by any user on a table owned by HR.

An audit record is created for each DROP TABLE command executed by HR
An audit record is created for every session in which a user successfully drops a table owned by HR.
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Explanation:
This command will audit any use of the DROP TABLE command issued by the user HR. However, it will only write 
one audit record for one or more use of this command per session during which the DROP TABLE command is 
used.

The various options in auditing can greatly increase or decrease the amount of information written to the audit 
trail. In general, you should only audit things which you are specifically looking for in order to decrease the size of 
the audit trail and the CPU requirements to write those audit records. It will also decrease the amount of disk 
space required.

You have been asked to upgrade your Oracle 11.2.0.1 database to Oracle 12c. During this upgrade, you also 
want to change the character set used in the resulting database. 

Which of the following upgrade methods could be used in this situation? 

Explanation:
You would use the Data Pump export / import to perform the database upgrade and change the resulting 
character set. This upgrade technique allows you to go back as far as Oracle 10.1 to upgrade to Oracle 12c, 
allows you to move to a new server at the time of the upgrade, and supports upgrading to a different O/S.

There are several upgrade and migration methods for Oracle Database 12c. The Oracle preferred upgrade 
method for a major release upgrade (such as 11g to 12c) is to perform a database upgrade using DBUA, which 
uses a graphical interface to perform the upgrade steps. However, this is the only method that does not allow you 
to move to a new server during upgrade.

An upgrade can be performed using the export/import commands. These can be expdp / impdp (with Oracle 
Data Pump) or the exp / imp commands for versions prior to Database 10g. This is a popular method of 
upgrading your data, assuming you can be running both the old and the new versions of Oracle Database at the 
same time. 

A manual upgrade is performed by running a variety of scripts from the command line. With a command-line 

Answer:
An audit record is created for each DROP TABLE command executed by HR

Upgrading Oracle Database Software
Item: 28 (Ref:Cert-1Z0-062.26.1.1)

DBUA

command-line upgrade

transportable tablespaces

Data Pump expdp / impdp

Answer:
Data Pump expdp / impdp
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upgrade, the DBA will run a script, observe behavior, and then run additional scripts based upon the results. The 
DBA can move to a new server, but not change the operating system or character sets used by databases.

Manual upgrades and upgrades using DBUA are the two fastest methods. Note that neither of these methods 
allows you to change the operating system during the upgrade. Also, these two methods can perform a direct 
upgrade of the following releases only:

 Oracle Database 11g Release 2, 11.2.0.2 and later
 Oracle Database 11g Release 1, 11.1.0.7 and later
 Oracle Database 10g, 10.2.0.5 and later

Finally, an upgrade can be performed using transportable tablespaces (TTS) export and import. With this method 
the DBA will create an empty 12c database, then do a full database export, and finally import into the new 12c 
database.
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